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In the parallel pipelined filter ordering problem, we are given a set of n filters that run in parallel.
The filters need to be applied to a stream of elements, to determine which elements pass all filters.
Each filter has a rate limit ri on the number of elements it can process per unit time, and a
selectivity pi , which is the probability that a random element will pass the filter. The goal is to
maximize throughput. This problem appears naturally in a variety of settings, including parallel
query optimization in databases and query processing over Web services.
We present an O(n3 ) algorithm for the above problem, given tree-structured precedence constraints on the filters. This extends work of Condon et al. and Kodialam, who presented algorithms
for solving the problem without precedence constraints. Our algorithm is combinatorial and produces a sparse solution. Motivated by join operators in database queries, we also give algorithms
for versions of the problem in which “filter” selectivities may be greater than or equal to 1.
We prove a strong connection between the more classical problem of minimizing total work in
sequential filter ordering (A), and the parallel pipelined filter ordering problem (B). More precisely,
we prove that A is solvable in polynomial time for a given class of precedence constraints if and
only if B is as well. This equivalence allows us to show that B is NP-Hard in the presence of
arbitrary precedence constraints (since A is known to be NP-Hard in that setting).
Categories and Subject Descriptors: F.2.2 [Analysis of Algorithms and Problem Complexity]: Nonnumerical Algorithms and Problems—Sequencing and scheduling; H.2.4 [Database Management]: Systems—Query
processing
General Terms: Algorithms
Additional Key Words and Phrases: pipelined filter ordering; parallel databases; query optimization; flow algorithms; sequential testing

1. INTRODUCTION
In answering a database query, it is often necessary to determine which tuples satisfy a
given set of predicates. In a factory setting, it is common to subject manufactured items to
a series of quality tests, to determine which of the items pass all of the tests. In both cases,
the goal is to determine which elements satisfy a given set of filters. The filter ordering
problem addresses the problem of ordering the application of the filters so as to achieve
this goal as efficiently as possible.
In this paper, we are concerned with filter ordering when the filters can operate in parallel, but have limits on their capacity. This problem arises naturally in many settings. In the
context of combining information from multiple Web services, the Web services may have
pre-specified rate limits on the number of queries that they will answer per second, and the
goal is to maximize the number of tuples that can be processed per second (cf. Srivastava
et al. [2006]). Similarly, in parallel database query optimization, different operators in the
query may be evaluated on different processors, to achieve higher scalability. In a factory,
tests on manufactured items may be executed at different stations on the factory floor. In all
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these cases, we would like to choose the operator or test order to ensure that the processing
power of the system as a whole is not wasted.
Specifically, we consider the problem of maximizing throughput in parallel pipelined
filter ordering. There are n filters. Each filter is executed on a separate processor. There is
a stream of elements that must be passed through the filters. A filter can only be applied to
one element at a time. As soon as an element does not pass a filter, it is discarded. If an
element passes a filter, it is either output (if it has passed all filters) or sent on to be tested
by another filter. The filters operate in parallel. Each filter i has a known rate limit ri > 0,
which is a limit on the (expected) number of elements it can process per unit time. It also
has a known selectivity 0 < pi < 1, the probability that a randomly chosen element will
pass that filter. We assume that the filters are independent of each other; in other words,
the probability that an element will pass a filter does not depend on whether it passes any
other filter.
Because our work was motivated by database applications, we use database terminology
in presenting our results. We refer to the filters as operators, and the elements as tuples.
Figure 1 shows an instance of the problem, with four operators, O1 , · · · , O4 . The edges
indicate the precedence constraints. The goal of most pipelined filter ordering problems
is to find a single permutation of the operators in which to apply the operators to the tuples [Ibaraki and Kameda 1984; Burge et al. 2005; Babu et al. 2004]. However, it is easy
to see that, in the parallel setting, a single permutation would not maximize the throughput, and we must instead use a set of permutations simultaneously. This observation was
originally made by Kodialam [2001] who considered the problem of determining the maximum throughput in a sequential testing system. In the example shown in Figure 1, a single
permutation can achieve a maximum throughput of 900, whereas using three permutations
simultaneously as shown, we can achieve a throughput of 1560 tuples per unit time. Our
goal is to find the set of permutations and the associated probability weights, collectively
called a routing, that maximizes the throughput. The probability weights must sum to
1. When a new tuple enters the system, it is assigned one of these permutations, chosen
randomly according to the probability weights (called the routing for that tuple).
Kodialam gave an O(n3 ) algorithm for the parallel pipelined filter ordering problem
which exploited the polymatroid structure of a certain space associated with the problem
instance [Kodialam 2001]. (He also considered a queueing-theoretic version of the parallel
pipelined filter ordering problem, in which ri is the maximum, rather than the expected,
number of tuples that Oi can process in unit time, and excess tuples are stored in queues;
he showed that this version can be reduced to the version discussed here.) Subsequently,
Condon et al. gave a conceptually simpler O(n2 ) algorithm for the same problem [Condon
et al. 2009].
We extend the work of Condon et al. to give an O(n3 ) algorithm for solving the problem when there are tree-structured precedence constraints between the filters. The ability
to handle such precedence constraints is particularly important in a database query optimization setting, because tree-structured precedence constraints commonly arise when
executing multi-way join queries with acyclic join query graphs. Most of the prior algorithms for similar problems (including the seminal work by Ibaraki and Kameda [1984])
handle such constraints. We show that the parallel pipelined filter ordering problem is
NP-hard for arbitrary precedence constraints.
Like the algorithm of Condon et al., our algorithm is combinatorial. It also has the
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Fig. 1. (i) An example problem instance with 4 operators; (ii) Using a single permutation
results in a throughput of 900 tuples, and it does not utilize the processing power of operators O2 , O3 , and O4 fully (shaded areas indicate the processing capacity currently utilized);
(iii) The optimal solution uses 3 permutations to achieve a throughput of 1560 tuples. We
revisit this example in more detail later.
property, highly desirable in practice, that it produces a sparse solution using O(n) permutations. The solution can then be converted to use at most n permutations by using
a standard procedure for converting an optimal solution to a linear program into a basic
optimal solution.
We note that our algorithms, like those of Condon et al. and Kodialam, find solutions
that achieve maximum throughput when the system is in a steady state, or equivalently,
if the system is viewed as operating on an infinite stream of tuples. They do not seek to
optimize throughput for a small set of tuples, or during startup or ending phases.
Motivated by join operators in database queries, we also consider the case when some of
the operator selectivities are greater than 1 (i.e., we do not restrict pi < 1). A database join
between two relations R and S, requires us to find, for each tuple r ∈ R, all “matching”
tuples from S, say s1 , · · · , sk , such that r and si satisfy the join condition for all i. Under
certain simplifying assumptions [Krishnamurthy et al. 1986; Deshpande and Hellerstein
2008], such joins can be modeled as pipelined operators: when a tuple r passes this operator, it may return multiple tuples r.s1 , · · · , r.sk . We make the assumption that when
a tuple r enters a non-selective operator and generates new tuples r.s1 , · · · , r.sk , all new
tuples follow the same subsequent route; i.e., we consider only solutions of this type.1 In
practice, higher throughput may be attainable by allowing new tuples to follow different
routes. We leave as an open question the appropriate way to model a system with a mix of
selective and non-selective operators, and the related question of which types of routings
and solution spaces should be considered.
1 We

can show that this assumption does not reduce attainable throughput in the context of a simple model in
which the expected behavior of an operator is in fact its actual behavior (so that at an operator with selectivity p,
each tuple entering the operator generates exactly p new tuples). We used just such a simple model in the case of
selective operators, and as mentioned above, a queueing theoretic justification for the simple model was given in
that case by Kodialam. Unfortunately, there are fundamental difficulties in producing a similar justification in the
case of non-selective operators.
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We call operators with selectivity ≥ 1 “non-selective” operators (if the selectivity of an
operator is < 1, we call it a “selective” operator). We obtain polynomial-time algorithms
for two cases: (1) when the precedence graph is restricted to be a forest of chains, and
(2) when the precedence constraints are tree-structured, but all operators have selectivity
greater than 1.
We also prove a strong connection between the problem of minimizing total work in
the sequential pipelined filtering ordering problem (A), and the problem of maximizing
throughput in parallel pipelined filter ordering (B). More precisely, using linear programming duality, we show that problem A is solvable in polynomial time for a given class
of precedence constraints if and only if problem B is solvable in polynomial time for that
class. (A related LP duality was previously exploited in a more general setting by Liu
et al. in developing approximation algorithms for generic max-throughput problems [Liu
et al. 2008].) This equivalence yields the aforementioned hardness result for arbitrary
precedence constraints, since problem A is known to be NP-Hard with arbitrary precedence constraints [Ibaraki and Kameda 1984; Burge et al. 2005]. In addition, since Ibaraki
and Kameda [1984] gave a polynomial-time algorithm for the classical problem with treestructured precedence constraints, the equivalence yields an alternative to the main algorithm in this paper. The alternative algorithm uses the ellipsoid algorithm, and is both less
efficient and more complicated than the main algorithm in this paper. Its one advantage is
that it works for a combination of selective and non-selective operators.
2. RELATED WORK
The problem of choosing the order in which to apply a given set of selection predicates
to the tuples of a relation is considered one of the central problems in database query
optimization, and has been deeply studied in literature under a variety of cost models and
scenarios. In this context, pipelined filter ordering is sometimes called selection ordering.
Ibaraki and Kameda [1984] and Krishnamurthy et al. [1986] analyzed what we call the
classical (sequential) version of this problem, where the goal is to minimize the total expected cost of applying the predicates to a tuple (called sum-cost or total work metric).
They presented polynomial-time optimal algorithms for this problem under the assumptions that the predicates are independent of each other, and that the precedence constraints
between the selection predicates form a forest of rooted trees. The problem is known to
be NP-Hard for arbitrary precedence constraints [Ibaraki and Kameda 1984; Burge et al.
2005], or in the presence of correlations [Babu et al. 2004].
The selection ordering problem has received renewed attention in the recent years in the
context of environments like the web [Chaudhuri et al. 1995; Goldman and Widom 2000;
Etzioni et al. 1996; Srivastava et al. 2006; Srivastava et al. 2005], continuous high-speed
data streams [Avnur and Hellerstein 2000; Babu et al. 2004], and sensor networks [Deshpande et al. 2005]. These environments present significantly different challenges and
cost structures than traditional centralized database systems. Selection ordering problems
have also been studied in other areas such as fault detection and machine learning (see
e.g., Shayman and Fernandez-Gaucherand [2001] and Kaplan et al. [2005]), under names
such as learning with attribute costs [Kaplan et al. 2005], minimum-sum set cover [Feige
et al. 2004], and satisficing search [Simon and Kadane 1975].
Our work is closely related to recent work by Srivastava et al. [2006], who study query
optimization over Web services. Abstractly their problem is identical to the parallel pipelined
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filter ordering problem that we study here (each Web service can be thought of as a parallel filter). They consider a somewhat different solution space than ours in that they allow
sending a tuple to multiple Web services in parallel. This can reduce the total number
of tuples sent to the Web services if the Web services are non-selective. This does result
in additional processing at the querying site, to combine the results returned by the Web
services – that cost is inconsequential in their model. However, their focus is on finding a
single routing over the operators to be used for all the tuples, in contrast to our approach of
using different routings for different tuples simultaneously. For the case with only selective operators, our approach subsumes their approach; for selective operators, there is no
advantage to being able to send a tuple to multiple filters in parallel. But, for a mix of selective and non-selective operators, neither their approach nor ours is necessarily superior
to the other.
More recently, Liu et al. [2008] also considered the problem of conjunctive query evaluation in a parallel setting, and provided randomized flow algorithms that generate approximate solutions. However, they don’t allow precedence constraints between the operators.
The algorithms we present are based on a characterization of query execution as tuple
flows. We refer the reader to Condon et al. [2006; 2009] for a discussion of related work
on flow algorithms.
Similar to some of the previous work on developing algorithms in the presence of precedence constraints among operators or tasks, we first develop an algorithm for the special
case of forest of chains precedence constraints (Section 3.4); we then extend that algorithm
to general tree-structured precedence constraints by eliminating forks in the tree bottomup. We note that the basic idea of eliminating forks bottom-up to extend an algorithm that
works for forests of chains to trees (more generally to series-parallel graphs) can be attributed to Lawler [1978], who used it to derive an efficient polynomial-time algorithm for
job scheduling in the presence of precedence constraints. It was adapted directly to solve
the classical selection ordering problem by Ibaraki and Kameda [1984], who observed that
the Adjacent Sequence Interchange (ASI) property required by Lawler’s algorithm was
satisfied by the selection ordering problem. Our problem of finding the optimal routing in
a parallel environment does not obey an equivalent property, and hence applying this basic
idea to our problem is more involved, and requires careful analysis (Section 3.5).

3. MTTC ALGORITHM: SELECTIVE OPERATORS
In this section, we present our algorithm for solving the parallel pipelined filter-ordering
problem, with tree-structured precedence constraints, when all operators are selective (i.e.,
pi < 1, ∀i). The algorithm maximizes tuple throughput, i.e., the number of tuples that
can be processed in unit time. We call this the MTTC problem (max-throughput with treestructured precedence constraints).
We begin with a formal problem definition (Section 3.1) and some preliminary lemmas
(Section 3.2). Next, we review the algorithm for the case with no precedence constraints
from Condon et al. [2009] (Section 3.3). We then present our first key algorithm, for the
special case when the precedence constraints are a forest of chains (Section 3.4). Then, we
present an algorithm for the general case that recursively reduces arbitrary tree-structured
constraints to forests of chains (Section 3.5). We conclude the section with a general
technique for reducing the number of permutations used in the routing (Section 3.6).
5

3.1 Definition of the MTTC Problem
The input to the MTTC problem is a list of n operators, O1 , . . . , On , associated selectivities
p1 , . . . , pn and rate limits r1 , . . . , rn , and a precedence graph G on the operators. Graph
G is a forest of rooted trees. The pi and ri are rational values satisfying 0 < pi < 1 and
ri > 0.
The goal in the MTTC problem is to find an optimal tuple routing that maximizes
throughput. The routing specifies, for each permutation of the operators, the number of
tuples to be sent along that permutation per unit time2 . A tuple sent along a permutation π
travels through the operators in the order specified by π, until it is either eliminated by an
operator or it has traveled through all the operators. A tuple is eliminated by operator Oi
with probability (1 − pi ), and the probability that a tuple is eliminated by one operator is
independent of the probability that it is eliminated by other operators.
The routing must not exceed the rate limits of the operators, and must obey the precedence constraints defined by G.
Below we give a linear program formally defining the MTTC problem. We use the following notation. Let π be a permutation of the operators O = {O1 , . . . , On }. The k th element of π is denoted by π(k). The index of operator π(k) is denoted by π ′ (k), so π(k) =
Oπ′ (k) . Let φG (n) be the subset of the n! permutations of O that obey the precedence constraints defined by G. For i ∈ {1, . . . , n} and π ∈ φG (n), g(π, i) denotes the probability
that a tuple sent according to permutation π reaches operator Oi without being eliminated.
Thus if π(1) = Oi , then g(π, i) = 1; otherwise, g(π, i) = pπ′ (1) pπ′ (2) . . . pπ′ (m−1) , where
m is such that π(m) = Oi . Define real-valued variables fπ , one for each π ∈ φG (n),
where each fπ represents the number of tuples routed along permutation π per unit time.
We call the fπ flow variables. The number of flow variables is thus at most n!.
MTTC LP: Given r1 , . . . , rn > 0, p1 . . . , pn ∈ (0, 1), and a precedence graph G on
{O1 , . . . , On } that is a forest of trees, find an assignment to the variables fπ , for all π ∈
φG (n), maximizing
X
fπ
F =
π∈φG (n)

subject to the constraints:
P
(1) π∈φG (n) fπ g(π, i) ≤ ri for all i ∈ {1, . . . , n} and
(2) fπ ≥ 0 for all π ∈ φG (n).

We refer to the first set of constraints involving the ri as rate constraints (since they
guarantee that the rate limits are not exceeded). If assignment K to the fπ satisfies the
rate constraint for ri with equality, we say that Oi is saturated by K. If K saturates all
the operators, we say that K is a saturating routing. The value F achieved by K is the
throughput of K, and we call K a routing.
Given two operators Oi and Oj , we say that:
2 These values are normalized using the total throughput at the end, to obtain probabilities to be used for actual
routing during execution.
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— Oi can saturate Oj if ri pi ≥ rj .
— Oi can just saturate Oj if ri pi = rj .
— Oi can overfill Oj if ri pi > rj .
A chain is a tree in which each internal node has exactly one child. A chain in the
precedence graph of an MTTC instance is proper if each internal node in the chain can
saturate its child.
3.2 Preliminary Lemmas
In this section, we present four main lemmas on which our algorithms are based. We first
present a lemma proved earlier by Condon et al. [2006; 2009]. Building on that earlier
lemma, we then present three new lemmas.
Let K be a feasible solution to an MTTC instance, and let O = {O1 , . . . , On }. We say
Q ⊆ O is a saturated suffix of K if Q is non-empty and (1) the operators in Q are saturated
by K and (2) if fπ > 0 in K, then the elements of O − Q precede the elements of Q in π
(i.e., no tuples flow from an operator in Q to an operator in O − Q).
L EMMA 3.1. (Condon et al. [2006; 2009]) (The saturated suffix lemma) If feasible
solution K to the MTTC LP has a saturated suffix Q, then K is an optimal solution and
achieves throughput
P
Oi ∈Q ri (1 − pi )
∗
Q
F = Q
( Oj ∈O−Q pj )(1 − Oi ∈Q pi )
Proof. See Condon et al. [2009].
Intuitively, the above lemma says the following: If in a solution, there is a set of operators
that are all saturated and there is no flow from an operator in this set to an operator not in
the set, then the solution is optimal.
Condon et al. actually proved the above lemma assuming that there were no precedence
constraints. Since adding precedence constraints to an MTTC instance can only reduce the
maximum throughput attainable, the lemma also holds with constraints.
The next lemma concerns solutions in which all operators are saturated.
L EMMA 3.2. LetPI be an instance of the MTTC problem without precedence conn
i=1
Qrni (1−pi ) . Let F ∗ be the optimal value of the objective function
straints. Let Z = (1−
p )
i=1

i

for instance I. If F ∗ = Z, then every optimal routing for I saturates all the operators.
Further, if there exists a routing that saturates all the operators, then that routing is optimal, and achieves throughput Z.

Proof. For any operator Oi , since operator Oi has a rate limit of ri , Oi can process at
most ri flow units per unit time. Since Oi has selectivity pi , it discards at most ri (1 − pi )
amount of flow per unit time. Thus under any feasible routing,
Pnthe total amount of flow
discarded by all the processors per unit time is at most Z = i=1 ri (1 − pi ); this is the
precise amount if all processors are saturated, and is a strict upper bound otherwise.
Consider a routing achieving throughput F ∗ . Of the F ∗ amount of flow that is sent
into the system in this routing, the amount that
Qn successfully travels through all the proThus the total amount that is discessors (i.e., is not discarded by any) is F ∗ i=1 pi . Q
carded by some processor, per unit time, is F ∗ (1 − ni=1 pi ). By the above, F ∗ (1 −
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Qn

pi )
i=1P

Z=

≤

i=1 ri (1 −
ri (1−pi )
∗

Qn

i=1n

(1−

Pn

i=1

pi )

pi ), with equality iff the processors are all saturated. Since

, F = Z implies that all operators are saturated.

Finally, given a routing that saturates all the operators, by the above arguments the routing achieves throughput Z.
Next, we prove the reverse of the saturated suffix lemma: in the case of no precedence
constraints, every optimal solution has a saturated suffix.
L EMMA 3.3. Let I be an instance of the MTTC problem without precedence constraints, and let K be an optimal routing for I. Then K has a saturated suffix.
Proof. If K saturates all operators, then it trivially satisfies the condition. Let K be such
that it does not saturate all operators. Next we give a constructive algorithm for finding a
saturated suffix of K, thus proving the lemma.
Let OS denote the set of operators that are saturated by K. Since K is optimal, OS is
non-empty (otherwise we can increase fπ for some permutation π to obtain a better solution). Further, OS ⊂ O. Check if OS is a saturated suffix of K, i.e., for any permutation π
that is assigned a positive flow in K, check if OS forms a suffix of π. If yes, we are done.
Otherwise, let π be a permutation, with fπ > 0, that does not have OS as a suffix. Thus
there exist operators Oi , Oj , such that Oi ∈ O − OS (Oi is unsaturated), Oj ∈ OS (Oj
is saturated), and Oj appears immediately before Oi in π. Let π ′ denote the permutation
obtained by swapping Oi and Oj in π.
We now modify K by decreasing fπ by ǫ and increasing fπ′ by ǫ, where 0 < ǫ < fπ ,
and ǫ is strictly smaller than the remaining capacity of Oi . This does not change the
total throughput, and further does not change the number of tuples routed through any
operator other than Oi and Oj . At the same time, Oi remains unsaturated, but Oj now
becomes unsaturated (since the flow through it decreases by a small amount). We adjust
OS accordingly by removing Oj .
We repeat this process until there is no such permutation π. Let K ′ denote the resulting
routing. Hence K ′ has the saturated suffix property (if K ′ does not have any saturated
operators, then we can increase its throughput, thus contradicting the optimality of K).
Let OS′ denote a saturated suffix of K ′ . In other words, the operators in OS′ are all
saturated, and for any permutation π that has been assigned a positive flow in K ′ , the
operators in OS′ form a suffix of π.
Now, note that the set of permutations that are assigned positive flow in K ′ is a superset
of the set of permutations that are assigned positive flow in K. Further, OS′ ⊆ OS . Hence,
OS′ must be a saturated suffix of K as well.
The next and final lemma in this section is a stronger version of the saturated suffix
lemma.
L EMMA 3.4. Let I be an instance of the MTTC problem with no precedence constraints, and let the operators in I be numbered so that r1 ≥ r2 . . . ≥ rn . Let
Pn
ri (1 − pi )
∗
.
F = mink∈{1,...,n} Qk−1i=k
Q
( j=1 pj )(1 − ni=k pi )
Then F ∗ is the optimal value of the objective function for instance I. If k ′ is the largest
8

value of k achieving the value F ∗ , then there exists an optimal routing for which
{Ok′ , Ok′ +1 , . . . , On } is a saturated suffix.
Pb
Qb
Proof. For a, b ∈ {1, . . . , n}, let Sa,b = i=a ri (1 − pi ), Pa,b = i=a pi , and ha,b =
Sa,b
1
∗
(1−Pa,b ) . Thus F = mink∈{1,...,n} P1,k−1 hk,n .
The algorithm in Condon et al. [2006; 2009], when run on input I, outputs an optimal
routing K with a saturated suffix. The saturated suffix is {Ok∗ , . . . , On } for some 1 ≤
k ∗ ≤ n, and the throughput achieved by K is P1,k1∗ −1 hk∗ ,n . That previous work also

1
shows that the value of the objective function for I is F ∗ = mink∈{1,...,n} P1,k−1
hk,n , and
1
∗
thus F = P1,k∗ −1 hk∗ ,n .

It remains to prove that I also has a routing achieving throughput P 1′ hk′ ,n . If k ′ =
1,k −1
k ∗ , this is trivially true.
Suppose k ′ 6= k ∗ . Then k ′ > k ∗ . Routing K sends F ∗ amount of flow into the system,
with all flow traveling first through the operators in Qpref = {O1 , . . . , Ok∗ −1 } and then
through the operators in Qsuf f = {Ok∗ , Ok∗ +1 , . . . , On }. Of the F ∗ flow sent into the
system, P1,k∗ −1 F ∗ of it reaches Qsuf f , and it saturates those operators. Let I1 be the
induced MTTC instance created by keeping only the operators in Qsuf f (i.e., by discarding
the other operators). It follows from the above that there is a saturating routing for I1 that
achieves throughput P1,k∗ −1 F ∗ . By Lemma 3.2, P1,k∗ −1 F ∗ = hk∗ ,n .
We show that, in fact, there exists a saturating routing K̂ for I1 whose saturated suffix
is {Ok′ , Ok′ +1 , . . . , On }. Routing K̂ can be used to construct the following routing for
the original MTTC instance on O1 , . . . , On : Send F ∗ flow through Qpref as specified by
K, and then send the P1,k∗ −1 F ∗ surviving (i.e., not eliminated) flow through Qsuf f as
specified by K̂. Since {Ok′ , . . . , On } is a saturated suffix of this routing, this proves the
lemma.
It remains to show that K̂ exists.
1
hk,b < ha,b iff
Claim: Let a, k, b ∈ {1, . . . , n} where a ≤ k ≤ b. Then Pa,k−1
1
1
ha,k−1 , and Pa,k−1 hk,b = ha,b iff Pa,k−1 hk,b = ha,k−1 .

1
Pa,k−1 hk,b

<

The claim is easily shown to be true by algebraic manipulation, the definitions of P and
h, and the fact that the selectivities pi are strictly between 0 and 1.
Let I3 be the instance induced from I1 by keeping only the operators in {Ok′ , . . . , On }.
1
hj,n , and
By the definition of k ′ , for all j such that k ′ < j ≤ n, P 1′ hk′ ,n < P1,j−1
1,k −1

hence hk′ ,n < P ′1 hj,n . Therefore, by the result stated at the start of this proof, there
k ,j−1
is an optimal routing for I3 for which {Ok′ , . . . , On } is a saturated suffix, and hence this
routing is saturating for I3 and achieves a throughput of hk′ ,n . Let K3 denote this routing.
Let I2 be the MTTC instance induced from I1 by keeping only the operators in {Ok∗ , . . . ,
Ok′ −1 }. Note that by the definitions of k ′ and k ∗ , P1,k1∗ −1 hk∗ ,n = P 1′ hk′ ,n , and mul1,k −1
tiplying both sides by P1,k∗ −1 we get that
hk∗ ,n =

1
hk′ ,n
Pk∗ ,k′ −1
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(1)

Applying the claim to Equation 1, we get that
hk∗ ,k′ −1 =

1
hk′ ,n
Pk∗ ,k′ −1

(2)

We now show that there is a routing achieving throughput hk∗ ,k′ −1 on I2 . Assume
not. Then by the properties of F ∗ given at the start of this proof, there exists i such that
k ∗ < i ≤ k ′ and
1
hi,k′ −1 < hk∗ ,k′ −1
(3)
Pk∗ ,i−1
Combining Equation 2 and Inequality 3, we get
1
1
hi,k′ −1 <
hk′ ,n
Pk∗ ,i−1
Pk∗ ,k′ −1

(4)

Multiplying both sides by Pk∗ ,i−1 , we get that
hi,k′ −1 <

1
hk′ ,n
Pi,k′ −1

(5)

Applying the claim to Inequality 5 yields
hi,n <

1
Pi,k′ −1

Multiplying both sides of the above equation by
1
P1,i−1

hi,n <

hk′ ,n

1
P1,i−1 ,

1
P1,k′ −1

(6)
we get that

hk′ ,n

(7)

But this contradicts the definition of k ′ in the statement of the lemma, since in the definition
for F ∗ , setting k ′ to k must minimize the given expression, and thus setting k to i cannot
achieve a smaller value for it. So hk∗ ,k′ −1 is the value of the maximum throughput for I2 ,
and there is a routing K2 achieving this throughput on I2 .
We now construct K̂ from K2 and K3 . It must send a total of P ∗ 1 ′ hk′ ,n flow through
k ,k −1
the operators of I1 .
By Equation 2, hk∗ ,k′ −1 = P ∗ 1 ′ hk′ ,n , so K̂ first uses K2 to route P ∗ 1 ′ hk′ ,n
k ,k −1
k ,k −1
flow through the operators in I2 . After this flow has passed through the operators in I2 ,
the amount of flow that has not been eliminated is Pk∗ ,k′ −1 ( P ∗ 1 ′ hk′ ,n ) = hk′ ,n . Since
k ,k −1

K3 achieves throughput of hk′ ,n , K̂ routes this remaining flow through the operators in I3
using K3 , and thus {Ok′ , Ok′ +1 , . . . , On } is a saturated suffix of K̂ as desired.
The above lemmas are the basis for our algorithms and their correctness proofs. The
idea behind our algorithm is to construct a routing with a saturated suffix. This may be
impossible due to precedence constraints; as a simple example, consider a two-operator
instance where O1 must precede O2 , but O1 cannot saturate O2 . However, by reducing
rate limits of certain operators, we can construct a routing with a saturated suffix that is
also optimal with respect to the original rate limits.
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3.3 The MTTC Problem with No Precedence Constraints
Our algorithm for the MTTC problem builds on the algorithm of Condon et al. [Condon
et al. 2009] which solves the MTTC problem with no precedence constraints. We begin
by reviewing that algorithm and its correctness proof. It builds a routing K incrementally.
The routing consists of pairs (π, x) indicating that x amount of flow is to be sent along
permutation π.
Let the operators be numbered such that r1 ≥ . . . ≥ rn . Let π be the permutation
(O1 , . . . , On ). Since all selectivities are < 1, π obeys the property that each operator in
the ordering can’t overfill its predecessor; this “can’t overfill” property is an invariant of
the algorithm with respect to the residual rate limits, i.e., the remaining available capacities
of the operators given the current flow through them.
We execute the following recursive procedure. Conceptually, we start by sending flow
through the operators according to ordering π, beginning with no flow, and increasing
the amount at a continuous rate. As flow is increased, the remaining available capacities
(i.e., the residual rate limits) of the operators decrease. Suppose that before any operator
is saturated, an operator Oi suddenly becomes able to just saturate its predecessor Oj in
π (i.e., ri′ pi = rj′ , where ri′ and rj′ are the residual rate limits of Oi and Oj ). We stop
increasing the flow at this point. Let x be the resulting flow value. (We actually calculate x
analytically.) No additional flow can be added along π without violating the “can’t overfill”
invariant with respect to the residual limits. We place (π, x) into (initially empty) output
routing K. We then modify π by swapping Oi and Oj . In addition, we “paste” Oi to the
front of Oj , forming a “superoperator” (Oi , Oj ). Throughout the paper, we use the word
“superoperator” to refer to an operator that was formed by combining one or more other
operators.
All subsequent flow sent into (Oi , Oj ) will be sent first to Oi and then immediately to
Oj . (Because Oi can just saturate Oj , this means that ultimately either both operators will
be saturated, or neither.)
We treat superoperator (Oi , Oj ) as a new single operator. Its rate limit is defined to be
the residual rate limit of Oi and its selectivity is defined to be pi pj . We now have a new
ordering π on a set of n − 1 operators. We set the rate limits of the remaining operators to
equal their residual rate limits. We recurse on the n − 1 operators and the modified π. In
each recursive call, we add another (π, x) to routing K.
The recursion stops when, during some call, as we send increasing flow along π, some
operator Ok becomes fully saturated before (or at the same time as) any operator Oi becomes able to just saturate its predecessor Oj . In this case x becomes the amount of flow
causing the saturation, (π, x) is added to K, and we terminate.
The optimality of routing K is shown as follows. Since the algorithm increases flow
along a permutation at a continuous rate, no operator in a permutation can attain the ability
to overfill its predecessor without first becoming able to just saturate its predecessor, thus
triggering a halt to the flow increase. Thus when the flow increase is stopped, the permutation satisfies the “can’t overfill” property. Swapping Oi and Oj preserves the property.
Thus the property holds at the end of the final call. It follows that because Ok is saturated, so are all (super)operators following Ok . Thus K has a saturated suffix and hence is
optimal.
We illustrate the execution of the algorithm with the following example (Figure 2). Consider an instance with two operators O1 and O2 , where r1 = 3, r2 = 2, and p1 = p2 = 1/2.
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O1

O2

O1

O2

p1 = 0.5

p2 = 0.5

p1 = 0.5

p2 = 0.5

r1 = 3

r2 = 2

r1 = 3

r2 = 2

Step 2: Send 2/3 flow units along
O2 ! O1 ( )
All nodes are saturated

Step 1: Send 8/3 flow units along
O1 ! O2 ( )
Swap-merge O1 and O2

⇒

Optimal Solution.

Fig. 2. Illustration of the algorithm for the case with no precedence constraints
Let π = (O1 , O2 ). After sending x = 8/3 flow along ordering π, the residual capacity of
O1 is 3 − 8/3 = 1/3 and the residual capacity of O2 is 2 − 1/2 ∗ 8/3 = 2/3, so O2 can now
just saturate O1 . We place (π, 8/3) into our routing. We swap O1 and O2 in π and form a
superoperator (O2 , O1 ) with rate limit 2/3 and selectivity 1/2 ∗ 1/2 = 1/4. Treating it as a
single operator in π, a trivial repetition of the above procedure (on one operator) finds that
sending 2/3 flow units results in saturation of (super)operator (O2 , O1 ). These units are
sent along permutation π ′ = (O2 , O1 ), so (π ′ , 2/3) is added to the routing. The result is
an optimal routing saturating both operators, whose total throughput is 8/3 + 2/3 = 10/3.
3.4 The MTTC Algorithm for Chains
We now present the MTTC algorithm for the special case in which precedence graph G
is a forest of chains. It is a generalization of the algorithm just described. That algorithm
does not work here because precedence constraints may be violated when:
(1) initially ordering the operators in decreasing order of rate limits, or when
(2) swapping the order of some Oi and Oj in π.
We handle the first problem via a preprocessing procedure which adjusts the rate limits
of the operators so that if Oi precedes Oj in the precedence graph, then the rate limit of Oi
is always higher than rate limit of Oj .
To avoid the second problem we add additional steps to the above algorithm, yielding a
new procedure that we call RouteChains. Details are below.
3.4.1 Preprocessing procedure. In the preprocessing procedure, we first make each
chain of G proper, as follows. For each non-leaf operator Oi in the chain, beginning from
the top of the chain and proceeding downward, we execute the following step: Let Oj be
the child of Oi . If Oi can’t saturate Oj , then reset the rate limit rj of Oj to be ri pi .
Although the above procedure reduces the rate limits of some operators, it does not
reduce the maximum throughput attainable. Because of the precedence constraints, all
flow into an operator Oj must first pass through its parent Oi , so at most ri pi flow can ever
reach Oj .
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We finish preprocessing by generating a sorted list of the operators, in descending order
of their rate limits.
3.4.2 The RouteChains procedure. RouteChains is a recursive procedure that incrementally constructs a routing K, consisting of pairs of the form (π, x), indicating that x
amount of flow is to be sent along permutation π.
Define an l-superoperator (linear superoperator) to be a permutation π ′ of a subset of
the operators, such that each operator in π ′ (but the last) can just saturate its successor in
π ′ . The selectivity of π ′ , denoted σ(π ′ ), is the product of the selectivities of its component
operators, and its rate limit, denoted ρ(π ′ ), is the rate limit of its first operator.
The inputs to RouteChains are as follows.
RouteChains: Inputs
1. Rate limits r1 , . . . , rn (all > 0), and selectivities p1 , . . . , pn (all strictly between 0 and
1), for a set of operators O = {O1 , ..., On },
2. A precedence graph G with vertex set O consisting of proper chains,
3. A permutation π of O obeying the constraints of G,
4. An ordered partition P = (π1 , . . . , πm ) of π into subpermutations πi , where each πi is
an l-superoperator. The l-superoperators of P must satisfy the following “can’t overfill”
condition: for 2 ≤ j ≤ m, ρ(πj )σ(πj ) ≤ ρ(πj−1 ). That is, each l-superoperator in P
cannot overfill its predecessor.
RouteChains: Output
RouteChains returns a routing K that is optimal for the MTTC instance I defined by the
input rate limits, selectivities, and precedence constraints.
The inputs to RouteChains must satisfy the above properties in order to be valid. In
particular, note that precedence graph G must consist of proper chains.
For the initial call to RouteChains, following preprocessing, we use the given rate limits,
selectivities, operators, and graph G. We set permutation π to be the list of operators sorted
in descending order of their rate limits. We set partition P to be the trivial partition where
each l-superoperator πi consists of the single operator Oi . Because the chains of G are
proper, π obeys the precedence constraints. Because π orders the operators in decreasing
order of their rate limits, and the operators are selective, the “can’t overfill” condition is
satisfied. Thus the initial inputs to RouteChains are valid.
RouteChains: Execution
RouteChains first calculates the minimum x ≥ 0 such that sending x flow units along
permutation π triggers one of the following stopping conditions:
Stopping Condition 1: Some operator is saturated.
Stopping Condition 2: Some l-superoperator πi , 2 ≤ i ≤ m, can just saturate its predecessor πi−1 .
Stopping Condition 3: Some operator Oi can just saturate Oj , where Oj is the child of
Oi in a chain of G, and Oi and Oj are contained in distinct l-superoperators of P .
The value of x is calculated based on the following observations. Suppose π = (O1 , . . . , On ).
Qj−1
For any operator Oj , if y flow units are sent along π, then y k=1
pk units will reach oper13

Q
ator Oj . The residual rate limit of Oj will then be rj − y j−1
k=1 pk . Thus saturation of Oj
rj
occurs when y = Qj−1 . Similarly, it can be shown that for 2 ≤ j ≤ m, l-superoperator
k=1

pk

ρ(π )σ(πj )−ρ(πj−1 )
Qj−2
πj becomes able to just saturate πj−1 when y = Qj j
k=1

σ(πk )−

1 ≤ i < j ≤ n, Oi becomes able to just saturate Oj when y = Q

. Finally, for

σ(πk )
k=1
ri pi −rj
i
j−1
pk −
k=1
k=1

Q

pk

. Thus x

can be calculated by taking the minimum of O(n) values.
After RouteChains computes x, what it does next is determined by the lowest-numbered
stopping condition that was triggered by sending x flow along permutation π.
If Stopping Condition 1 was triggered, then RouteChains returns K = {(π, x)}. In other
words, we have a saturated suffix and we are done.
Else, if Stopping Condition 2 was triggered for some πi , then RouteChains chooses
one such πi . It swaps πi and πi−1 in (π1 , . . . , πm ) and concatenates them into a single
l-superoperator, yielding a new partition into l-superoperators:
P ′ = (π1 , . . . , πi−2 , πi πi−1 , πi+1 , . . . , πm )
and a new permutation:
π ′ = (π1 π2 . . . πi−2 πi πi−1 πi+1 . . . , πm )
We call this operation a swap-merge. RouteChains then calls itself recursively, setting P
to P ′ , π to π ′ , the ri ’s to the residual rate limits, and keeping all other input parameters
the same. The recursive call returns a set K ′ of flow assignments. RouteChains returns the
union of K ′ and {(π, x)}.
Else if Stopping Condition 3 was triggered by a parent-child pair Oi , Oj , then RouteChains
chooses such a pair and absorbs Oj into Oi as follows.
If Oi and Oj are contained in l-superoperators (Oi ) and (Oj ), each containing no other
operators, RouteChains deletes the l-superoperator (Oj ), and adds Oj to the end of (Oi ),
to form l-superoperator (Oi , Oj ). Otherwise, let w, z be such that Oi is in πw and Oj is
in πz . Let a, b be such that πw (a) = Oi and πz (b) = Oj . RouteChains splits πw into
two parts, A = (πw (1), . . . , πw (a)) and B = (πw (a + 1), . . . , πw (s)) where s = |πw |. It
splits πz into three parts, C = (πz (1), . . . , πw (b − 1)), D = (πz (b), . . . , πw (c − 1)), and
E = (πz (c), . . . , πw (t)), where t = |πz | and c is the minimum value in {b + 1, . . . , t} such
that πz (c) is not a member of the same precedence chain as Oj ; if no such c exists, it sets
c to be equal to t + 1 and E to be empty. RouteChains adds D to the end of A, forming
four l-superoperators AD, B, C, E out of πw and πz . It then forms a new partition P ′
from P by replacing πw in P by AD, B, in that order, and πz by C, E in that order. If any
elements of P ′ are empty, RouteChains removes them. Let π ′ denote the concatenation of
the l-superoperators in P ′ .
Partition P ′ may not satisfy the “can’t overfill” precondition with respect to the residual
rate limits. (For example, it may be violated by l-superoperator AD and its predecessor.) In this case, RouteChains performs a modified topological sort on P ′ . It forms a
directed graph G′ whose vertices are the l-superoperators in P ′ , with a directed edge from
one l-superoperator to a second if there is an operator Oi in the first l-superoperator, and
an operator Oj in the second, such that Oj is a child of Oi in a chain of G. Since π ′
obeys the precedence constraints, G′ is a directed acyclic graph. RouteChains sorts the
l-superoperators in P ′ by executing the following step until G′ is empty: Let S be the
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precedence-constraint

precedence-constraint

precedence-constraint

O1

O2

O3

O4

O1

O2

O3

O4

O1

O2

O3

O4

p1 = 0.5
r1 = 900

p2 = 0.5
r2 = 900

p3 = 0.5
r3 = 900

p4 = 0.5
r4 = 225

p1 = 0.5
r1 = 900

p2 = 0.5
r2 = 900

p3 = 0.5
r3 = 900

p4 = 0.5
r4 = 225

p1 = 0.5
r1 = 900

p2 = 0.5
r2 = 900

p3 = 0.5
r3 = 900

p4 = 0.5
r4 = 225

Step 1: Send 600 flow units along
O1 ! O2 ! O3 ! O4 ( )
Swap-merge O2 and O1
Merge O4 into its parent O1

Step 2: Send 240 flow units along
O2 ! O1 ! O4 ! O3 ( )
Swap-merge O3 and {O2→O1→O4}

Step 3: Send 720 flow units along
O3 ! O2 ! O1 ! O4 ( )
All nodes are saturated

⇒

Optimal Solution.

Fig. 3. Illustration of the algorithm for the problem instance shown in Figure 1
set of vertices (l-superoperators) in G′ with no incoming edges. Choose the element of S
with highest residual rate limit, output it, and delete it and its outgoing edges from G′ .
RouteChains resets P ′ to be the l-superoperators listed in the order output by the sort, and
π ′ to be the concatenation of those l-superoperators.
RouteChains then executes a recursive call, using the initial set of operators, precedence
constraints, and selectivities, and setting π = π ′ , P = P ′ and the rate limits of the operators to be equal to their residual rate limits. The recursive call returns a set K ′ of flow
assignments. RouteChains returns the union of K ′ and {(π, x)}.
3.4.3 Example. We illustrate our algorithm using the 4-operator instance shown in
Figure 1, which has three chains and one precedence constraint, between O1 and O4 . We
assume the rate limits of 900 for operators O1 , O2 , and O3 , and a rate limit of 225 for O4 .
The selectivity of each operator is set to be 0.5.
• We arbitrarily break the ties, and pick the permutation O1 → O2 → O3 → O4 to start
adding flow.
• When 600 units of flow have been added, O2 exactly saturates O1 (stop. cond. 2). We
swap-merge O2 and O1 creating l-superoperator O21 .
• At the same time (after adding 0 units of flow), we find O1 exactly saturates its child
O4 (stop. cond. 3). We absorb O4 into its parent, creating superoperator O214 . There
is no need to re-sort.
• After sending 240 units along O2 → O1 → O4 → O3 , we find that O3 saturates O214
(stop. cond. 2). We swap-merge them to get a single super operator O3214 .
• We send 720 units along O3 → O2 → O1 → O4 , at which point all operators are
saturated, and we achieve optimality (stop. cond. 1).
The throughput achieved is 1560; the best sequential plan (single permutation) can only
process 900 tuples per unit time.
3.4.4 Analysis of the chains algorithm. The correctness of the MTTC algorithm for
chains relies on the correctness of RouteChains. We begin with the following lemma.
L EMMA 3.5. If the initial inputs to RouteChains are valid, then the following invariants hold on all recursive calls:
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— (a) The chains of G are proper;
— (b) Each element πi of P is an l-superoperator that cannot overfill its predecessor πi−1
and
— (c) Permutation π obeys the precedence constraints.
Proof. The invariants clearly hold at the start of the initial call. We show that if they
hold at the start of a call, they will also hold at the start of the next call.
The condition that triggers a parent-child absorption ensures that Invariant (a) is preserved. Since the residual capacity of an operator decreases continuously as flow into it
increases continuously, if an increasing amount of flow is added along a permutation π, one
operator cannot lose the ability to saturate another before first being able to just saturate it.
Once a child is absorbed in a parent, the parent will be able to just saturate the child in all
future permutations.
The condition that triggers a swap-merge ensures that Invariant (b) is not violated when
adding new flow to the routing along permutation π. If an increasing amount of flow is
added along permutation π, one l-superoperator cannot attain the ability to overfill another
without first becoming able to just saturate it, triggering a swap-merge. The swap-merge
creates a new l-superoperator from πi−1 and πi , and it is easy to verify from the definitions
of its rate limit and selectivity that the new partition is made up of l-superoperators and
still satisfies Invariant (b).
The only other way that Invariant (b) could be violated would be as a result of a parentchild absorption. The partition produced by a parent-child absorption clearly consists of
l-superoperators. It remains to show that the partition resulting from a modified topological sort has the property that no l-superoperator in the partition can overfill its predecessor. The partition produced by the sort has the property that for each pair of adjacent
l-superoperators πi−1 and πi , either ρ(πi−1 ) ≥ ρ(πi ), or there is an edge in the precedence
graph from an operator in πi−1 to an operator in πi . In the former case, clearly πi cannot
overfill πi−1 . In the latter, since the chains of G are proper and the operators are selective,
the precedence constraint is from an operator Oj in πi−1 with a higher rate limit to an
operator Ok in πi with strictly lower rate limit. By the properties of l-superoperators, and
because operators are selective, the rate limit of Ok is an upper bound on ρ(πi )σ(πi ) (the
amount of flow that can be output by l-superoperator πi ), and the rate limit of Oj is a lower
bound on ρ(πi−1 ). Thus πi cannot overfill πi−1 .
We now show (c). The modified topological sort executed during a parent-child absorption respects the constraints. We show that the swap-merges do as well. Suppose the inputs
to a recursive call to RouteChains satisfy (a), (b), and (c), and a swap-merge is performed
on πi−1 and πi following the addition of x flow along permutation π. If this causes a violation of the constraints, then there exist operators Ok∗ and Ol∗ , such that Ok∗ is the parent
of Ol∗ in a chain of G, Ok∗ was in πi−1 and Ol∗ was in πi . After the swap-merge, each
operator in the merged l-superoperator πi πi−1 can exactly saturate its successor within
that l-superoperator (if any). Since selectivities are less than one, after the swap-merge
the residual capacity of Ol∗ is greater than the residual capacity of Ok∗ , and Ok∗ cannot
saturate Ol∗ . But since all chains were proper at the start of the call, Ok∗ could saturate
Ol∗ before the addition. Thus for some 0 ≤ x∗ < x, adding x∗ flow along permutation π
would have made Ok∗ able to just saturate Ol∗ , contradicting the minimality of x.
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Each instance L of RouteChains has an associated MTTC instance consisting of the
operators O, rate limits ri , selectivities pi , and precedence graph G (but not π or the
partition P ).
The following lemma proves optimality of the routing output by RouteChains. Recall
that in order for an input to RouteChains to be valid, the precedence graph must consist of
a forest of proper chains.
L EMMA 3.6. If the initial inputs to RouteChains are valid, then the routing K output
by RouteChains is optimal for the associated MTTC instance. It is still optimal even if all
precedence constraints are removed from the MTTC instance.
Proof. The routing K output by RouteChains is easily seen to satisfy the rate limits.
By the previous lemma, it satisfies the precedence constraints. To prove that it achieves
maximum throughput, we do induction on the number of parent-child absorptions.
Base case: No parent-child absorptions.
We show that in this case the output routing K has a saturated suffix. By the saturated
suffix lemma, it immediately follows that K is optimal for the associated MTTC instance,
even if all precedence constraints are removed.
Assume for contradiction that K does not have a saturated suffix. Then there are operators Oi and Oj such that Oi appears before Oj in some permutation used in K, and Oi is
saturated by K, but Oj is not. If Oj precedes Oi in some other permutation used in K, then
there must have been a swap-merge of the l-superoperators containing Oi and Oj , since
we have assumed no parent-child absorptions. But a swap-merge would put Oi and Oj in
the same l-superoperator, and with no parent-child absorptions, Oi and Oj would be in the
same l-superoperator in the final recursive call and hence would both be saturated by K,
or both not. Therefore Oi precedes Oj in every permutation used by K, including the last,
when Oi becomes saturated. But by Lemma 3.5, since no superoperator can overfill its
predecessor, it is impossible for Oi to become saturated without first triggering Stopping
Condition 2, or causing Oj to become saturated as well, which is a contradiction.
Induction step: Assume that output routing K is optimal, even if precedence constraints
are removed, if the number of parent-child absorptions is i, where i ≥ 0.
For RouteChains instance L, let I(L) denote the MTTC instance associated with L, i.e.,
the instance defined by the input rate limits, selectivities, and precedence constraints of L.
Suppose RouteChains performs exactly i + 1 parent-child absorptions on a RouteChains
instance L.
We would now like to prove, as in the base case, that RouteChains constructs a routing
with a saturated suffix. However, it is not clear how to do this directly, because the modified
topological sort may change the ordering of the operators in ways that are difficult to
analyze. So, we take a different approach.
Let q be such that the first parent-child absorption (when running RouteChains on L)
occurs in the qth recursive call. Let Lq+1 denote the input instance for the q + 1st recursive
call of RouteChains. The only difference between I(L) and I(Lq+1 ) is that I(Lq+1 ) has
reduced rate limits.
Since the q +1st recursive call to RouteChains results (recursively) in only i absorptions,
and the input to the q + 1st recursive call is valid (by Lemma 3.5), by induction the q + 1st
recursive call outputs a routing Kq+1 for I(Lq+1 ) that is optimal even if all precedence
constraints are removed.
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Let K̂ denote the set of flow assignments (π, x) that are computed in the first
S q recursive
calls made by RouteChains(L). Thus RouteChains(L) returns the routing K̂ Kq+1 .
Let L′ be L with the precedence constraints removed. Let I(L′ ) be the MTTC instance
associated with L′ (so I(L′ ) is just I(L) with precedence constraints removed). Compare
the execution of RouteChains(L) and RouteChains(L′). In the first q − 1 recursive calls,
the computed flow assignments (π, x) are the same for L and L′ . The (π, x) computed
in the qth call for L and L′ both use the same permutation π; the value of x may be
greater for L′ (since a parent-child absorption was not triggered), but cannot be less. Since
running RouteChains on L′ is guaranteed to produce an optimal routing for I(L′ ) (by the
base case, since there are no parent-child absorptions), there must be a way to augment K̂
with additional flow to obtain an optimal routing for I(L′ ). The routing output by running
RouteChains on L′ can thus be written as the union of two routings, K̂ and a routing K̃,
where K̃ is an optimal routing for MTTC instance I(Lq+1 ) with precedence constraints
removed.
When running RouteChains on instance L, starting from the q + 1st recursive call, the
algorithm attempts to solve I(Lq+1 ), but with precedence constraints. By induction, it
finds a routing that is optimal even without the precedence constraints, and thus has the
same throughput as K̃. This routing, combined with K̂, is therefore optimal for both I(L)
and I(L′ ).
It is worth noting the following lemma, which is a direct consequence of Lemma 3.6.
L EMMA 3.7. If I is an MTTC instance whose precedence graph is a forest of proper
chains, then the maximum throughput attainable for I would be the same even if precedence constraints were removed.
The following lemma follows directly from the above two lemmas, and Lemma 3.3.
L EMMA 3.8. Let I be an MTTC instance whose precedence graph is a forest of proper
chains. Then the routing produced by RouteChains for I has the saturated suffix property.
This last lemma suggests that it may be possible to modify the RouteChains procedure
so that the saturated suffix property can be proved more directly. We leave this as an open
question.
The following theorem gives bounds for the MTTC algorithm for chains.
T HEOREM 3.1. There is an O(n2 log n) algorithm for solving the MTTC problem when
the precedence graph consists of a forest of chains. The algorithm outputs a routing that
uses at most 4n − 3 distinct permutations.
Proof. The algorithm consists of the preprocessing procedure that makes chains proper
and sorts the operators, and the RouteChains algorithm, run on the initial inputs as described above. Correctness follows immediately from the previous lemmas.
The running time of the algorithm is dominated by the time taken by RouteChains. Using
standard data structures, RouteChains can be implemented so that each recursive call takes
time O(n log n). The modified topological sort can be run in time O(n log n) because its
input graph has at most n edges. Each recursive call adds one (π, x) to the output routing.
Let r be the number of parent-child absorptions, and t the number of swap-merges.
The number of recursive calls is r + t + 1. Each swap-merge decreases the number of lsuperoperators by 1 and each parent-child absorption increases it by at most 2. The initial
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number of l-superoperators is n, the final number is at least 1, so n + 2r − t ≥ 1. Since
an absorbed child always remains with its parent, r ≤ n − 1 and hence t ≤ 3n − 3. The
stated bounds follow.
3.5 MTTC Algorithm for General Trees
We now describe the MTTC algorithm for arbitrary tree-structured precedence graphs. Define a “fork” to be a node in G with at least two children; a chain has no forks. Intuitively,
the algorithm works by recursively eliminating forks from G, bottom-up. Given a fork in a
tree of G whose subtrees are chains, the MTTC algorithm essentially replaces those chains
(in a strategic way) by a single new chain; each node in the new chain is a superoperator
made up of a subset of operators from the replaced chains. For each superoperator, the
MTTC algorithm runs RouteChains on the operators in it to compute an optimal routing.
The algorithm then executes a recursive call on the modified graph, which has one less
fork. Finally, it combines the routings computed for the superoperators with the routing
computed during the recursive call.
3.5.1 Example. To provide intuition, we illustrate the execution of one recursive call
to the MTTC algorithm. (We actually illustrate a simplified process to give the intuition;
we discuss the actual process below in Section 3.5.2.)
Let the input graph be the one shown in Figure 4 (i). This graph has several forks; let the
next fork we eliminate be at node O3 . The subtrees under O3 form a forest of three chains.
A new set of operators is constructed from this forest of chains as follows:
• The three chains are made proper.
• RouteChains is used to find an optimal routing K ′ for these three chains. Suppose that
{O7 , O8 } is a saturated suffix of K ′ . Let K78 denote the routing (over O7 and O8 )
derived from K ′ that saturates O7 and O8 .
• A new operator O78 is constructed corresponding to O7 and O8 . Its rate limit is set to
be the throughput achieved by K78 , and its selectivity is set to p7 p8 .
• O7 and O8 are removed from the three chains, and from the sorted list of operators.
RouteChains is applied to operators O5 and O6 . Suppose the output routing K56
saturates both operators.
• A new operator O56 is constructed to contain K5 and K6 . Its rate limit is set to the
throughput of K56 and its selectivity is set to p5 p6 .
• A new precedence graph is constructed as shown in Figure 4 (ii).
Having eliminated a fork from the graph, the resulting problem is recursively solved to
obtain a routing K ′′ , which is then combined with K56 and K78 to obtain a routing for the
original problem, using a technique from [Condon et al. 2009]. We illustrate this with an
example (Figure 4 (iii)).
Suppose K ′′ , the optimal solution for the reduced problem (Figure 4 (ii)), uses three
permutations:
(O1 , O2 , O3 , O4 , O56 , O78 ), (O1 , O2 , O3 , O56 , O78 , O4 ), and (O1 , O2 , O3 , O56 , O4 , O78 ),
and let the total flow be t. Further, suppose the first and third permutations each carry 14 t
flow, and the second carries 21 t flow. Similarly, suppose routing K56 for O56 sends half the
flow along permutation (O5 , O6 ) and half along (O6 , O5 ). These two routings are shown
graphically in the first two columns of Figure 4 (iii). In each column, the height of the
region allocated to the three permutations indicates the fraction of flow allocated to that
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O1

O3

O5

O6

O7

O8

O2

O3

O4

O56

O78

(i)

(ii)

0
O1 →O2→O3→O4→O56 →O78

O1 →O2→O3→O4 →O5 →O6→O78

O5 →O6

O1 →O2→O3→O5→O6 →O78→O4
O1 →O2→O3→O56→O78 →O4
O1 →O2→O3→O6→O5 →O78→O4
O6 →O5
O1 →O3→O2→O56 →O4 →O78

O1 →O3→O2→O6→O5 →O4→O78

1

(iii)
Fig. 4. (i) An example precedence graph; (ii) The forest of chains below operator O3 is
replaced by a single chain to obtain a new problem; (iii) The solution for the new problem
and for the operator O56 are combined together.

permutation by the associated routing. In the third column we superimpose the divisions
from the first two columns. For each region R in the divided third column, we label it
with the permutation obtained by taking the associated permutation from column 1, and
replacing O56 in it with the associated permutation from column 2. For example, the second region from the top in the third column is associated with (O1 , O2 , O3 , O56 , O78 , O4 )
from column 1 and (O5 , O6 ) from column 2, and is labeled by combining them. Column
three represents a division of flow among permutations of all the operators, yielding a final
routing that divides t units of flow proportionally according to this division. The resulting
routing allocates 41 t flow to each of four permutations. The same approach would be used
to incorporate the routing for K78 into the overall routing.
Note that the MTTC algorithm, like RouteChains, works by repeatedly combining individual operators into new superoperators. In the above example, O5 and O6 are combined
to form the superoperator O56 . Although O56 is not an l-superoperator, it shares an important property with the l-superoperators: there is a routing for its component operators
(namely K56 ) that will saturate both of them. Therefore, when routing K ′′ is combined
with K56 (to obtain a routing that uses O5 and O6 , rather than O56 ), the resulting routing
either saturates both O5 and O6 , or neither of them. The same is true for O7 and O8 .
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3.5.2 MTTC algorithm description. The MTTC algorithm is a recursive procedure that
works by repeatedly eliminating forks in the precedence graph. We describe the steps in
the MTTC algorithm here. The algorithm uses two procedures, CombineRoutings and
AggregateChains, described below.
MTTC Algorithm: Inputs
1. Rate limits r1 , . . . , rn (all > 0), and selectivities p1 , . . . , pn (all strictly between 0 and
1) for a set of operators O = {O1 , ..., On },
2. A precedence graph G with vertex set O, where G is a forest of trees.
MTTC Algorithm: Output
The algorithm returns an optimal routing K for the MTTC instance defined by the inputs.
MTTC Algorithm: Execution
1. Base Case: If G is a forest of chains, apply the MTTC algorithm for chains (Section
3.4) and return the solution.
2. Otherwise, let Oi be a fork of G whose subtrees are all chains.
3. Let S denote the set of descendants of Oi , and let IS denote the induced MTTC instance
restricted to the operators in S. The precedence graph GS of IS is thus a forest of
chains.
4. Make the chains in IS proper (Section 3.4.1), and call AggregateChains(IS ) to get
a partition (A1 , · · · , Am ) of the operators of IS , and routings KA1 , · · · , KAm corresponding to the sets of the partition. For each KAi , let τ (KAj ) denote its throughput.
5. Create m new operators, A1 , · · · , Am corresponding to the Ai ’s. For each Ai , define
its rate limit ρ(Ai ) to be τ (KAi ), and its selectivity σ(Ai ) to be the product of the
selectivities of the operators in Ai .
6. Construct a new precedence graph G′ from G by replacing the chains below Oi with
the single chain (A1 , . . . , Am ). Thus G′ has one fewer fork than G.
7. Let I ′ be the resulting new MTTC instance, having precedence graph G′ .
8. Recursively solve I ′ . Let K ′ be the routing returned by the recursive call.
9. Use CombineRoutings to combine the KAi with K ′ . Return the resulting routing.
AggregateChains: AggregateChains is used in fork elimination, to replace a set of chains
emanating from a fork by a single chain. In the example presented above in Section 3.5.1,
to eliminate a fork we ran RouteChains repeatedly on the chains emanating from the fork,
each time removing the operators in a saturated suffix. For efficiency, AggregateChains
does something slightly different. It first uses a procedure, described below, to identify
the operators in a saturated suffix of some optimal routing (without actually computing the
routing); it then runs RouteChains just on the operators in that saturated suffix to produce
a (saturating) routing just for those operators. As in the example, it then removes the
operators in the suffix, and repeats. For each saturated suffix, AggregateChains outputs the
set of operators in it, and the routing computed for it.
Formally, AggregateChains takes as input an instance I of the MTTC problem whose
precedence graph G is a forest of proper chains. AggregateChains first sorts the operators
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in I in descending order of their rate limits. It (re)numbers them O1 , . . . , On so that r1 ≥
. . . ≥ rn . It then executes the following recursive procedure on I. It computes the value
Pn
ri (1 − pi )
F ∗ = mink∈{1,...,n} Qk−1i=k
.
Qn
( j=1 pj )(1 − i=k pi )
It forms the set Cj ∗ = {Oj ∗ , . . . , On }, where j ∗ is the largest value of j achieving the
minimum value F ∗ . Since the chains of G are proper, the operators in Cj ∗ correspond
to the operators in (possibly empty) suffixes of the chains of G. AggregateChains runs
RouteChains just on the (sub)chains of operators in Cj ∗ to produce a routing Kj ∗ .
By Lemma 3.4, there is a routing for I with precedence constraints removed that has Cj ∗
as a saturated suffix. Therefore, the induced instance on Cj ∗ , with precedence constraints
removed, has a routing that saturates all its operators. By Lemmas 3.6 and 3.2, Kj ∗ is
optimal for I and saturates all the operators in Cj ∗ .
After computing Kj ∗ , AggregateChains then removes the operators in Cj ∗ from I. If
no operators remain in the chains, AggregateChains outputs the one-item list A1 where
A1 = Cj ∗ , together with routing K1 = Kj ∗ . Otherwise, AggregateChains executes a recursive call on the remaining operators in the chains (and the induced precedence graph) to
produce a partition of the operators D = (A1 , . . . , Am−1 ), together with a corresponding
list KA1 , . . . , KAm−1 of saturating routings for the operators in each of the Ai . It then
sets Am = Cj ∗ , appends it to the end of D, appends Kj ∗ to the end of the associated
list of routings, and outputs the resulting partition D = (A1 , . . . , Am ) and list of routings
K A1 , . . . , K Am .
CombineRoutings: CombineRoutings is used to combine the routings KA1 , . . . , KAm
with K ′ . The approach is described fully in [Condon et al. 2009] and has been illustrated
with an example above (Figure 4 (iii); Section 3.5.1). We describe it briefly here. It begins by dividing the real interval [0, 1] once for K ′ , and once for each KAi . The division
for a routing divides [0, 1] into as many subintervals as there are permutations used in the
routing, each of these permutations is associated with an interval, and the length of each
subinterval is equal to the proportion of flow the routing sends along the corresponding permutation. It superimposes these divisions to produce a new division that yields a combined
routing for K ′ and the KAi , in a manner analogous to what was shown in the example. If
PAi is the number of permutations used in KAi , and PA′ is the number of permutations
used in P
PA′ , then the number of permutations used in the combined routing is at most
m
PA′ + ( i=1 PAi ) − m.
3.5.3 Analysis. We now prove that the MTTC algorithm outputs an optimal routing.
The idea behind the MTTC algorithm is the same as the idea behind the chains algorithm: to produce a routing with a saturated suffix. Again, this may be impossible due to
precedence constraints.
Let k be the number of recursive calls performed by the MTTC algorithm (including the
initial call). Let I1 , . . . , Ik be the inputs to the k recursive calls. For convenience, define
I0 = I1 .
Let Oij denote the ith operator in Ij , the input to the jth recursive call of the MTTC
algorithm. Oij is either a trivial superoperator containing one original operator, or was
formed by recursively combining operators in recursive calls 1, . . . , j − 1. We say that an
operator Oij contains the original operators that were recursively combined to create it. We
also say that it contains the intermediate operators that were combined during the recursive
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combination (including itself).
During the running of the MTTC algorithm, rate limits of operators are reduced. Suppose that each time we reduce the rate limit of an operator Oij by a factor c during a
recursive call, we also reduce the rate limits of the original operators contained in Oij by
the same factor c. At the end of the algorithm, each original operator has a final, reduced
rate limit.
Let rij denote the rate limit of Oij at the start of the jth call. Let sji denote the multiplicative factor by which the rate limit of Oij is reduced in the jth call. If the rate limit of
Oij is not reduced in the jth call, then sji = 1.
We show that the routing output by the algorithm has a saturated suffix with respect to the
final reduced rate limits of the original operators, and hence is optimal for those reduced
rate limits. We then show that the routing is also optimal with respect to the original rate
limits.
We begin by proving that certain rate limit reductions do not affect the total throughput
attainable.
Given a precedence graph G and an operator Oi in G, define an upper descendant set
of Oi to be a subset S of the descendants of Oi , not including Oi itself, such that for any
operator Oj in S, S contains all operators lying on the subpath in G from Oi down to Oj
(excluding Oi itself).
L EMMA 3.9. Let I be an input instance for the MTTC algorithm. Let Oi be an operator
in I. Let S be an upper descendant set of Oi , and let IS be the MTTC instance induced
from I by keeping just the operators in S, and the associated induced precedence graph.
Suppose the maximum throughput attainable for IS is more than ri pi . If we reduce the
rate limits of a subset of the operators in S, such that the maximum throughput attainable
on IS is still at least ri pi , then the maximum throughput attainable on I is unchanged by
those rate limit reductions.
Proof. Let KS be an optimal routing for IS , after the rate reductions are performed on
S. Since KS is optimal, the throughput achieved by it is at least ri pi . We will use KS
below.
Now define a new MTTC problem I ∞ , which is equal to the original I, except that we
modify the rate limits of the operators in S to be ∞.
Clearly the maximum throughput attainable on I ∞ is at least as large as that attainable
on I.
Consider an optimal routing K ∞ for I ∞ . Without loss of generality, we can assume
that in each permutation used by K ∞ , the operators in S appear in some order immediately after operator Oi . If not, we can move them forward in the permutation to appear
immediately after Oi , preserving their relative order: this can ony reduce the flow into
other operators, so rate limits are still obeyed, and because S is an upper descendant set,
precedence constraints are obeyed also.
Define a new (super)operator OS whose selectivity is the product of the selectivities
of the opeators in S, with infinite rate limit. In each permutation of K ∞ , remove the
operators in S (which appear consecutively) and replace them with OS . This yields a
modified routing K1∞ that uses OS instead of S. Since OS always appears immediately
after Oi in K1∞ , the total amount of flow entering OS in K1∞ is at most ri pi .
Since the throughput achieved by routing KS is at least ri pi , we can combine routing
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K1∞ with routing KS to obtain a new routing for I that achieves the same throughput as
K ∞ and respects the reduced rate limits of operators in S. Thus the reduction in rate limits
does not affect the maximum throughput attainable on I.
We now prove an important property of the new operators A1 , . . . , Am created as a
result of the call to AggregateChains in Step 4 of the MTTC algorithm.
L EMMA 3.10. The new operators A1 , . . . , Am created in a recursive call of the MTTC
algorithm have the property that for each i ∈ {2, . . . , m}, τ (KAi−1 )σ(Ai−1 ) ≥ τ (KAi )
(i.e., Ai−1 can saturate Ai ). The computed routings KA1 , . . . , KAm are saturating routings for the induced MTTC instances on A1 , . . . , Am respectively (with respect to the rate
limits of the operators in the Ai when the KAi are computed).
Proof. Consider the call to AggregateChains that was used to create A1 , . . . , Am . The
chains input to AggregateChains were made proper prior to the call. In what follows, when
we talk about issues involving rate limits (such as optimality of routing, saturating routings,
or proper chains), we mean with respect to the rate limits of the operators at the start of
AggregateChains.
By Lemma 3.2, for each i ∈ {1, .., m}, there exists
a routing Ki′ that is optimal for
S
S
the induced MTTC instance on the operators in A1 . . . Ai with precedence constraints
removed, such that Ai is a saturated suffix of Ki′ . Let τ (Ki′ ) denote the throughput of Ki′ .
The second part of this lemma, which says that KA1 , . . . , KAm are saturating routings
for A1 , . . . , Am , follows directly from the argument in the description of AggregateChains.
We expand on that argument here to prove the first part of this lemma.
′
′
Now let i ∈ {2, . . . , m}. Since
SAi isSa saturated suffix of Ki , routing Ki sends all flow
first through the operators in A1 . . . Ai−1 and then through the operators in Ai , which
it saturates. The amount of flow reaching Ai in routing Ki′ is τ (Ki′ )σ(A1 )σ(A2 ) . . . σ(Ai−1 ),
′
)σ(A1 )σ(A2 ) . . . σ(Ai−2 ) =
and thus τ (Ki′ )σ(A1 )σ(A2 ) . . . σ(Ai−1 ) = τ (KAi ). Similarly, τ (Ki−1
τ (KAi−1 ).
If we remove from S
Ki′ theSportion of the routing that goes through Ai , we are left with
′
is
a routing through A1 . . . Ai−1 that still achieves throughput τ (Ki′ ). Since Ki−1
′
′
optimal, τ (Ki−1 ) ≥ τ (Ki ). It follows that
′
)σ(A1 )σ(A2 ) . . . σ(Ai−1 )
τ (KAi−1 )σ(Ai−1 ) = τ (Ki−1

≥ τ (Ki′ )σ(A1 )σ(A2 ) . . . σ(Ai−1 )
= τ (KAi )
which completes the proof.
Before proceeding, we define some additional notation.
′
Let j ′ ≥ j. If in call j ′ , the operator containing Oij is Oij′ , then we define S(Oij , j ′ ) =
′
sji′ , i.e., S(Oij , j ′ ) is the multiplicative factor by which the rate limit of the operator containing Oij is reduced in call j ′ . Thus S(Oij , j) = sji .
Ql
For l such that j ≤ l ≤ k, define R(Oij , l) = rij j ′ =j S(Oij , j ′ ). Thus R(Oij , l) reflects
the rate reduction performed on Oij in call j, and all rate reductions performed on operators
containing Oij in calls j + 1 through l.
Define K j to be the routing returned by the jth recursive call.
24

The following lemma states that in the jth recursive call, for each operator Oij , there is a
saturating routing on the original operators contained within it. Here saturation is defined
with respect to the rate limits that reflect the reductions performed in calls 1, . . . , j − 1.
L EMMA 3.11. For each operator Oij in the jth recursive call of the MTTC algorithm,
there exists a routing Kij on the set of original operators contained in Oij with the following
properties:
—Kij obeys the precedence constraints in G.
—The throughput achieved by Kij is rij .
—For each original operator Ol1 contained in Oij , the amount of flow reaching Ol1 in Kij
is R(Ol1 , j − 1).
Proof. The proof is by induction on j. It trivially holds for j = 1. Assume it holds for
j − 1, where j ≥ 2. We show it holds for j.
Consider an operator Oij from call j. Suppose first that Oij was formed from operators
below the eliminated fork in call j − 1, i.e., Oij corresponds to some Az created in call
j − 1 by combining the operators in Az . Saturating routing KAz was computed for the
operators of Az . Let Oij−1
be an operator in Az .
′
The initial rate limit rij−1
of Oij−1
is reduced by a factor of sj−1
in call j − 1. By
′
′
i′
Lemma 3.10, routing KAz constructed for Az is saturating for its component operators,
implying that the amount of flowing reaching Oij−1
in KAz is rij−1
sj−1
′
′
i′ , its rate limit after
the reduction.
By induction, there is a routing Kij−1
for the original operators contained in Oij−1
′
′
j−1
achieving throughput ri′ , such that for each Ol1 contained in Oij−1
,
the
amount
of
flow
′
reaching it in Kij−1
is R(Ol1 , j − 2). Scaling Kij−1
by a factor of sji′ − 1 reduces its
′
′
1
throughput to rij−1
sj−1
′
i′ , and reduces the amount of flow reaching contained operator Ol
j−1
to si′ R(Ol1 , j − 2) = R(Ol1 , j − 1). It follows that applying CombineRoutings to KAz
and the Kij′ , to incorporate scaled versions of the Kij′ into KAz , yields a routing with the
desired properties.
If Oij was not formed from operators below the eliminated fork in call j − 1, then it
is the same as an operator from call j − 1 whose rate limit was not reduced in that call.
In this case, the existence of the desired routing follows immediately from the inductive
assumption.
The final recursive call of the algorithm computes a routing K k for a forest of chains,
after those chains are made proper. By Lemma 3.8 K k has a saturated suffix. We want
to show that each operator Oik in the saturated suffix has a special property: The routing K output by the MTTC algorithm saturates all original operators in Oik , if we define
saturation with respect to the final reduced rate limits of the original operators (reflecting
all reductions made to containing operators in calls 1, . . . , k). We do this by proving the
following technical lemma. We get the desired result by taking j = 1 in the lemma.
L EMMA 3.12. The following holds for each operator Oij in the jth recursive call of
the MTTC algorithm: if K k saturates the operator in Ik containing Oij (where saturation
is defined respect to the rate limit of that operator at the end of call k), then in K j , the
amount of flow reaching operator Oij is exactly R(Oij , k).
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Proof. The proof is by backwards induction on j. For the base case, let j = k. If Oik is
an operator in Ik , and its rate limit is reduced by a factor of ski during that iteration, then if
routing K k saturates Oik (with respect to Oik ’s final rate limit), the amount of flow reaching
Oik in K k is clearly R(Oik , k).
Suppose the lemma is true for j. We show it is true for j − 1. There are two types of
operators in Ij−1 : those that are in the chains below the fork that is removed in call j − 1,
and those that are not. We argue that the lemma holds for both types.
Consider recursive call j − 1. Let Oij−1 be an operator in call (j − 1) that is contained
in a saturated operator of K k .
Suppose first that Oij−1 is in a chain below the eliminated fork, and is incorporated into
an operator Az which becomes operator Olj in Ij . By Lemma 3.10, routing KAz con.
structed for Az is saturating, so the amount of flowing reaching Oij−1 in KAz is rij−1 sj−1
i
By induction, in routing K j for Ij , the amount of flow reaching Olj is R(Olj , k).
The throughput of KAz is τ (KAz ) = rlj . Let t = R(Olj , k)/rlj , i.e., t is the product
of the factors by which the operators containing Olj are reduced in calls j, . . . , k. Thus
t. In call j − 1, CombineRoutings incorporates a scaled version of
R(Oij , k) = rij−1 sj−1
i
j
KAz into K to produce K j−1 . Since in K j , R(Olj , k) amount of flow reaches Olj , routing
K j−1 sends a total of R(Olj , k) flow through the operators in Az , using KAz scaled down
by a factor of R(Olj , k)/τ (KAz ). Since in KAz , the amount of flow reaching Oij−1 is
rij−1 sj−1
, the amount of flow reaching Oij−1 in K j−1 is rij−1 sij−1 R(Olj , k)/τ (KAz ) =
i
j−1 j−1
ri si t = R(Oij−1 , k).
Now suppose that Oij−1 is not in one of the chains below the eliminated fork. In this
case, its rate limit not reduced in call j − 1, and it is not combined with other operators
during that call. It follows easily by induction that the amount of flow reaching Oij−1 in
K j−1 is R(Oij−1 , k).
L EMMA 3.13. Let S be a saturated suffix of the operators in K k . Let Sj be the set of
operators in Ij contained in the operators of S. Then in every permutation used in K j , the
operators in Sj form a suffix of the permutation.
Proof. Using the recursive construction of K j from K k , it is easy to see that each permutation π used in K j can be derived from a permutation π ′ in K k by replacing each Oik
in π ′ by the operators from I j contained in it (listed in the appropriate order). Since the
operators of S appear at the end of every permutation used by K k , the lemma follows.
We now prove correctness of the MTTC algorithm.
L EMMA 3.14. The MTTC algorithm outputs an optimal routing.
Proof: Let I be the input instance. The algorithm clearly outputs a routing satisfying
all rate and precedence constraints of I. We show that the routing achieves maximum
throughput.
Let I˜1 , . . . , I˜k be the same as the initial input instance I = I1 , except that in I˜j the rate
limit of Oi (= Oi1 ) is replaced with R(Oi1 , j). Define I˜0 = I. Thus the rate limits of the
operators in I˜j are greater than or equal to the corresponding operators in I˜j+1 .
Note that the operators of each of the I˜j are precisely the original operators of the input
instance I. In contrast, the operators in Ij , the input to the jth recursive call of the MTTC
algorithm on input I, may be superoperators containing many of the original operators.
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The proof is in two parts. We first show that the final routing output by the MTTC
algorithm on input I achieves maximum throughput with respect to the rate limits in I˜k .
We then show that the maximum throughput attainable is the same for each of the I˜j ,
implying that the final output routing is also optimal for I0 = I, which proves the lemma.
Part 1: The final output routing achieves maximum throughput with respect to the rate
limits of I˜k .
Consider the final recursive call of the algorithm. The input Ik to this call consists of a
forest of chains. The chains are first made proper, which may entail reducing some of the
rate limit. These reductions are reflected in I˜k . A routing is then computed for the chains,
using RouteChains. By Lemma 3.8, this routing has a saturated suffix S.
Let S1 be the set of original operators contained in the operators of S. Since the final
routing output by the algorithm is K 1 = K, by Lemma 3.12 the amount of flow reaching
each operator Oi1 ∈ S1 in routing K is R(Oi1 , k). By Lemma 3.13, the operators in S1 are
a suffix in every permutation used by K. Thus S1 is a saturated suffix of K with respect to
the rate limits of I˜k , and hence K is optimal with respect to those rate limits.
Part 2: For all j ∈ {1, . . . , k}, the maximum throughput attainable on I˜j is the same as
it is for I˜j−1 .
The statement clearly holds if I˜j−1 = I˜j , i.e., if no rate limits are reduced in call j.
Suppose not.
Consider the execution of call j. In call j, a fork is removed from the precedence graph.
Consider the chains below that fork. Since I˜j−1 6= I˜j , some of the chains below the fork
are not proper at the start of call j, and the rate limits of some of the operators in them are
reduced in call j.
We call an operator in call j a “bottleneck operator” if it is in a chain below the removed
fork but does not have its rate limit reduced in call j, but its successor in the chain does
have its rate limit reduced in call j.
We claim that (1) each bottleneck operator in call j is a trivial superoperator consisting
of only one original operator and (2) the rate limit of the bottleneck operator was not
reduced in previous calls (i.e., its rate limit has the same value in I˜1 , . . . , I˜j−1 ). To prove
the claim, note that operators are only combined by the AggregateChains procedure. If a
chain A1 , · · · , Am is formed during a call to AggregateChains, then by Lemma 3.10 each
Ai in the chain can saturate its successor. Further, each time the rate limit of an operator is
reduced, it becomes able to exactly saturate its successor. Since at the start of call j, each
bottleneck operator cannot saturate its successor, the claim follows.
Now consider a bottleneck operator Ob in a chain of Ij . Consider the maximal subchain
below Ob whose rate limits were reduced. After the reduction in rate limits, it is still possible to route rb pb flow down that subchain without violating the rate limits of any of the
operators in the subchain, where rb and pb are the rate limit and selectivity of the bottleneck operator. Let S denote the set of original operators contained in the operators in the
subchain. Note that S is an upper descendant set of Ob in the original precedence graph (as
defined right before the statement of Lemma 3.9). For each operator Oij in the subchain, let
Kij be the routing on the original operators contained in Oij whose existence is guaranteed
by Lemma 3.11. Using the Kij , one can convert the routing sending rb pb flow down the
subchain into a routing through the original operators in S that achieves throughput rb pb ,
by scaling each of the Kij by sji . Further, since Kij sends at most R(Ol1 , j − 1) flow into
each original operator Ol1 , the converted routing sends at most sji R(Ol1 , j − 1) = R(Ol1 , j)
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flow into operator Ol1 . Thus if we take the MTTC instance I˜j−1 , and reduce the rate limits
of all Ol1 in S to R(Ol1 , j), the throughput attainable on the induced instance consisting
only of operators in S is at least rb pb . It follows from Lemma 3.9, that reducing the rate
limits of operators Ol1 in S from R(Ol1 , j − 1) to R(Ol1 , j) in I˜j−1 does not reduce the
throughput attainable. Applying this argument successively to all bottleneck operators, it
follows that the maximum throughput attainable on I˜j is the same as it is for I˜j−1 .
T HEOREM 3.2. There is an algorithm that solves the MTTC problem that runs in time
O(n3 ) and outputs a routing using fewer than 4n − 3 distinct permutations.
Proof. Optimality was shown in Lemma 3.14. Here we analyze the running time and
number of permutations.
We can view the creation of the (super)operators used in the MTTC algorithm as a
hierarchical process, where new operators in the jth call are created out of sets of operators
from the (j − 1)th call. We can represent this as a forest Z of trees, where the roots of the
trees are the operators in the final recursive call of the MTTC algorithm, each node in the
tree corresponds to a (super)operator in the algorithm, and the children of an operator are
the operators that were combined to create it. If an operator in the jth call is the same as
an operator in a later call, i.e., contains the same original operators, we only represent that
operator once in this tree (i.e., we collapse chains in which nodes have only one child), so
each internal node has at least two children.
We consider a call to RouteChains to be non-trivial if the input to the call consists of
more than one operator.
Claim 1: The amount of time spent in non-trivial calls to RouteChains is O(n2 log n).
Each non-trivial call to RouteChains corresponds to the creation of a new operator from
a set of two or more operators. Thus the internal nodes of Z correspond exactly to the
non-trivial calls to RouteChains. The number of leaves in Z is n, and since the internal
nodes of each tree all have at least two children, the number of internal nodes is at most
n − 1. Thus the number of edges in Z is at most 2n − 2.
If an internal node in Z has m children, then the corresponding call to RouteChains
is on m operators, and takes time O(m2 log m). If mN denotes the number of children
N , then the total time spent running RouteChains is upper bounded by
P of node
2
cm
log
mN , for some constant c, where N is the set of internal nodes in Z.
N
N ∈N
The total numberPof children of all the internal nodes
P is equal2to the number2 of edges in
the forest
Z.
Thus
m
≤
2n
−
2,
and
hence
N
N ∈N
N ∈N mN ≤ (2n − 2) . It follows
P
that N ∈N cm2N log mN is O(n2 log n), which proves the first claim.
Claim 2: The number of permutations used in the output routing is at most 4n − 3.
Consider the recursive construction of the output routing. In the final recursive call of
the algorithm, a routing K k is constructed on the forest of chains. Let n′ be the number
of (super) operators in that forest of chains. By Theorem 3.1, the number of permutations
used in K k is at most 4n′ − 3.
Routing K k is passed back through the recursive calls. At each call, CombineRoutings
incorporates into it the routings KAi . If PAi is the number of permutations used in KAi ,
then incorporating KAi increases the number of permutations in the constructed routing
by at most PAi − 1.
Let κ be the set of all KAi that are incorporated into K k as it is passed back through the
recursive calls. Thus the total number of permutations used in the final routing is at most
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P
(4n′ − 3) + KA ∈κ (PAi − 1). Note that if KAi is a trivial routing through one operator,
i
then the contribution to the sum is 0. Let κ′ denote the set of KAi that are non-trivial.
Each KAi ∈ κ′ is produced by a non-trivial call to RouteChains. We can thus associate
each KAi with a unique internal node N of Z corresponding to the associated new operator
Ai . The size of set Ai is equal to mN , the number of children of N . By Theorem 3.1, the
number of permutations
in KAi is at most 4mN − 3.
P
It follows that KA ∈κ (PAi − 1) ≤ 4E − 4VN , where E is the number of edges of the
i
forest Z, and VN is the number of internal nodes of Z.
The number of leaf nodes in Z is n. Since n′ is the number of operators in the final
recursive
call, forest Z consists of n′ trees. Thus E = n + VN − n′ and hence (4n′ − 3) +
P
KAi ∈κ (PAi − 1) ≤ 4n − 3, proving Claim 2.
Since the number of operators decreases by at least one in each recursive call of the
MTTC algorithm, the total number of recursive calls is at most n − 1. Outside of the
time spent in CombineChains and non-trivial calls to RouteChains, it is easy to see that the
amount of time spent in each recursive call is O(n2 ).
It remains to bound the time spent running CombineChains. When CombineChains is
called, it is used to combine a routing K ′ with routings KAi . Since each KAi is produced
by a call to RouteChains, it uses at most 4n′ − 3 permutations, where we now define n′
to be the number of operators in KAi . Since the routing output by the algorithm uses
O(n) permutations, K ′ also uses O(n) permutations. It follows that, using appropriate
data structures, each call to CombineChains can be implemented to run in time O(n2 ).
Thus the total running time of the algorithm is O(n3 ).
3.6 Reducing the Number of Permutations used in a Routing
Finally, we present a general algorithm for reducing the number of permutations used in
the routing to at most n, together with the justification of its correctness. A routing with
smaller number of permutations would not only be easier to integrate into a traditional
query processor, but would also lead to lower per-tuple overhead. This algorithm uses a
standard technique from linear programming that is used in converting an optimal solution
to a basic optimal solution (see, e.g., Dantzig and Thapa [2003]). The algorithm runs in
polynomial time as long as the initial number of permutations is polynomial in n. Further,
we note that the algorithm presented below works whether the operators are selective or
non-selective, or a mixture of those.
Suppose we have an optimal routing that uses permutations π1 , . . . , πt , where t > n.
Let aj denote the amount of flow routed along permutation πj . Our goal is to obtain a
routing that uses at most n permutations, without reducing the total amount of flow.
Write down the n rate constraints, but for each permutation π not used in the routing,
set the corresponding flow variable to 0. Add an additional slack variable si to each of the
rate constraints to change it from an inequality to an equality. Add the constraint si ≥ 0
for each of the slack variables si .
This gives us a new LP with equality constraints, rather than inequality constraints, and
only t flow variables. Here we designate the flow variables as xi ’s, rather than as fπ ’s.
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New LP: Maximize
F =

t
X

xj

j=1

subject to the constraints:
Pt
(1) si + j=1 xj g(πj , i) = ri for all i ∈ {1, . . . , n}
(2) xj ≥ 0 for all j ∈ {1, . . . , t}
(3) si ≥ 0 for all i ∈ {1, . . . , n}
Let x∗ be the vector of length t + n such that x∗j = aj for all j ∈ {1, . . . , t}, and
Pt
= ri − j=1 aj g(πj , i) for all i ∈ {1, . . . , n}. Since the original routing was
optimal, x∗ is an optimal solution to this new LP.
Let Ax = b be the matrix representation of all the equality constraints of the above LP.
The matrix A is n × (t + n).
Since t > n, the first t columns of A are not all linearly independent. Let A′ be the
submatrix of A consisting just of the first t columns of A. Because of the linear dependence, there is a t-dimensional vector y such that y is non-zero, and A′ y = 0. Find such a
vector using Gaussian elimination. Add an additional n zero entries
Pt to y to form a (t + n)dimensional vector y ∗ . The vector y ∗ has the property that j=1 yj = 0. (Otherwise,
since all entries of x∗P
are positive, one could add a small multiple of y ∗ to x∗ in the dit
rection that increases j=1 xj and increase the value of F , contradicting the optimality of
∗
x .) Find the j ∈ {1, . . . , t} that minimizes x∗j /|yj∗ |. Let α = x∗j /yj∗ for that minimizing
j. Let z ∗ denote the vector whose first t components are equal to x∗ + αy ∗ , and whose
last n components are equal to 0. By linearity, z ∗ is an optimal solution of the new LP,
and it sets at least one of the t flow variables to 0. The flow assignment defined by first t
entries of z ∗ gives a new optimal routing to the original problem, using at least one fewer
permutation than the original routing.
The above procedure can be repeated until all columns of A corresponding to flow variables are linearly independent. Thus the number of permutations used can be reduced to n
(or fewer).
We included the slack variables si in the above discussion to facilitate the justification of
correctness. However, the si are never actually used in constructing z ∗ , and the procedure
can be carried out without introducing them.
Each iteration of the above procedure can be carried out in time O(n3 ). Thus to reduce
O(n) permutations to n permutations takes time O(n4 ).
x∗t+i

4. MTTC: NON-SELECTIVE OPERATORS
In this section, we discuss how the previous algorithm for tree-structured precedence constraints can be extended to handle non-selective operators, which may have selectivities
larger than 1. We define the generalized MTTC problem to be the generalization of the
MTTC problem in which operators may be either selective (0 < pi < 1) or non-selective
(pi ≥ 1).
We divide the non-selective operators into two types. Those with pi = 1 we call preserving operators, and those with pi > 1 we call expanding operators.
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We begin by considering the case in which all operators are expanding. We show that the
algorithm presented in the previous section can be directly used to find the optimal solution
in that case. We then develop an optimal algorithm that handles a mixture of selective and
non-selective operators, in the case where the precedence graph is restricted to be a forest
of chains.
4.1 All Expanding Operators
If all operators are expanding (pi > 1), then we construct an equivalent problem with only
selective operators as follows:
—The selectivity pi of an operator Oi is replaced by 1/pi .
—All precedence constraints are reversed.
After solving this new problem (which only contains selective operators), we reverse
each of the permutations in the resulting routing to obtain a routing for the original problem. It is easy to see that, because the solution to the new problem is optimal, the resulting
routing is optimal for the original problem.
Note that the precedence graph for the new problem may be an “inverted tree”. The
approach used in Section 3.5 (wherein we replace forests of chains by a single chain) can
be extended to handling such precedence graphs.
Define an “inverted fork” to be a node that has more than one parent in the precedence
graph. The MTTC algorithm described in Section 3 can be used to solve such instances.
The only difference is that, instead of eliminating forks bottom-up, we instead eliminate
the “inverted forks” top-down. We call this the MTTC-INV algorithm. We can prove an
analogous statement to Theorem 3.2.
T HEOREM 4.1. When run on an MTTC instance I whose precedence graph is an inverted tree and which contains only selective operators, the MTTC-INV algorithm runs in
time O(n3 ) and outputs an optimal routing for I using fewer than 4n − 3 distinct permutations.
Proof: The proof is almost the same as the proof of the analogous theorem for ordinary
trees. The only real difference is in justifying the reductions in rate limits when chains are
made proper.
Consider running the MTTC-INV algorithm on an instance I with precedence graph G.
Each time a chain is made proper, it is either done immediately prior to eliminating a fork
(i.e., prior to running CombineChains) or immediately prior to finding a routing on the
chains in the final recursive call.
In either case, the chain that is being made proper can easily be shown to consist of
a prefix of composite nodes (possibly empty) produced by a run of CombineChains, followed by a suffix (possibly empty) consisting of original nodes from G. By the analysis
of CombineChains, the chain of composite nodes is already proper. Suppose the suffix is
non-empty. We argue that if a rate reduction is performed on the first node in the suffix,
then this rate reduction does not reduce the maximum throughput attainable (for the underlying, original problem instance I). It follows that any rate reductions to the other original
operators in the suffix will not reduce the maximum throughput attainable, since all flow
into these nodes must first pass through the operators above them in the suffix.
Note first that, from the above, it immediately follows that all rate reductions performed
by the algorithm are performed on original nodes; the rate limits of new, composite opera31

tors are never reduced.
Let B1 , . . . , Bm denote the chain of operators in the prefix of the current chain, and
let B1 , . . . , Bm denote the underlying
sets of original nodes. Let Of rst denote the first
S
operator in the suffix. Let N = m
i=1 Bi . If the rate limit of Of rst is reduced when the
chain is made proper, then it is re-set to be the product of the rate limit of Bm times its
selectivity. We use the following claim.
Claim: In any feasible routing for G, the most flow that could ever reach Of rst is the
product of the maximum-throughput attainable using just the operators in N , times σ(N ).
Recall that σ(N ) denotes the product of the selectivities of the operators in N . To prove
the claim, consider a modified instance produced by eliminating the rate constraints for all
operators in G other than Of rst and the operators in N (i.e., setting them equal to infinity).
Consider a feasible routing KmaxA for this modified instance that maximizes the total
amount of flow into Of rst . Because the modified rate constraints are less restrictive than
the original constraints, the total amount of flow into Of rst in KmaxA is an upper bound
on the maximum amount of flow
S into Of rst that would be attainable under the original
constraints. Let S = {Of rst } N . In routing KmaxA , if there is a permutation in which
an operator not in S appears immediately after an operator in N , the order of these two
operators can be switched in the permutation without affecting the total amount of flow
into Of rst , and without violating any rate constraints in the modified instance. Thus we
may assume without loss of generality that in routing KmaxA , all permutations begin with
operators not in S, followed by the operators in N , followed immediately by Of rst . The
total amount of flow that reaches the operators in N , over all these permutations, cannot
be more than the maximum amount of flow that could be routed through just the operators
in N . Before reaching Of rst , this flow is reduced by σ(N ). The claim follows.
By Lemma 3.4 and the description of CombineChains, it can be shown inductively that
Bm is a saturated suffix of an optimal routing through the operators in N (where saturation
is defined with respect to any rate reductions already performed on the operators in N ),
and the throughput achieved by this optimal routing (and
Q hence by any optimal routing) is
the rate limit of the composite operator Bm times 1/ m−1
i=1 σ(Bi ). It immediately follows
from the claim that the maximum total flow into Of rst in any feasible routing is at most
the rate limit of Bm times σ(Bm ). But σ(Bm ) is the selectivity of Bm , so this is precisely
the value to which Of rst ’s rate limit was re-set. Since total flow into Of rst cannot exceed
this value, the re-setting does not reduce the maximum throughput attainable.
4.2 Mixture of Selective and Non-Selective Operators
If the problem instance contains both selective and non-selective operators, the problem is
more complex. We present an algorithm for the restricted case in which the precedence
graph is a forest of chains (which includes the case where there are no precedence constraints).
The algorithm is based on the following lemma. We define c to be the function which
assigns a value to each operator Oi depending on whether it is selective, preserving, or
expanding, as follows: c(Oi ) = 1 if pi < 1, c(Oi ) = 2 if pi = 1, and c(Oi ) = 3 if pi > 1.
We say that there is a precedence relation between Oi and Oj if one of these two operators
is an ancestor of the other in the precedence graph.
L EMMA 4.1. Given an instance I of the generalized MTTC problem containing both
32

selective and non-selective operators, there exists an optimal solution K satisfying the
following property: for all Oi , Oj such that c(Oi ) > c(Oj ),
—(A) If Oi and Oj have no precedence relation between them, then Oj does not immediately follow Oi in any permutation used in the routing.
—(B) If Oj is the only child of Oi , then Oj immediately follows Oi in every permutation
used in the routing.
Proof: We first prove that there exists an optimal solution K with no violations of (B). We
use that to prove that there exists an optimal solution K with no violations of (A) or (B).
Part I: We prove by contradiction that there exists an optimal solution K with no violations
of (B). Let K be an optimal solution to the problem instance I that minimizes the number
of violations of (B). Suppose there exists a permutation π used in the solution that violates
(B), i.e., ∃Oi , Oj such that c(Oi ) > c(Oj ), Oj is the only child of Oi , but Oj does not
immediately follow Oi in π.
Note that Oj must appear somewhere after Oi in π (since Oj is the child of Oi ). Let
O1′ , · · · , Ol′ denote the operators between Oi and Oj . There can be no precedence relation
between Ok′ and Oi or Oj for any k. This follows from Oj being the only child of Oi .
Let p′ = p′1 × · · · × p′l denote the combined selectivity of these l operators. We replace
the part (Oi , O1′ , · · · , Ol′ , Oj ) of π with:
—O1′ , · · · , Ol′ , Oi , Oj , if p′ < 1 (i.e., we move Oi to the right of Ol′ ).
—Oi , Oj , O1′ , · · · , Ol′ , if p′ ≥ 1 (i.e., we move Oj to the left of O1′ ).
Call the new routing K ′ . It is easy to see that the flow into each of the operators either
decreases or remains constant after this replacement, so K ′ still obeys all rate constraints,
and is an optimal routing. Further, we can show that K ′ did not introduce any new violations of (B). Note that a new violation could only occur between two neighboring operators
in π that were no longer neighbors after the replacement. In the first case, Ol′ and Oj are
the only such neighbors, but Oj is not an only child of Ol′ , since its parent is Oi . In the
second, the only such neighbors are Oi and O1′ , but O1′ is not an only child of Oi , since Oj
is the only child of Oi . Thus K ′ has one fewer violation of (B) than K, which contradicts
the minimality property of K.
Part II: Let K be an optimal solution to the problem instance I with no violations of
(B). Consider a penalty function that charges a cost for each violation of (A) in K. More
particularly, for each violation of (A) involving operators Oi and Oj occurring in a permutation π used in K, the penalty function charges a cost of t, where Oi is the tth operator
in permutation π. Thus violations occuring later in a permutation incur a larger cost than
violations occuring earlier. The value of the penalty function on K is the sum of all these
costs.
Assume that K is such that the value of the penalty function is minimized. By definition,
K has no violations of (B). We show by contradiction that it has no violations of (A).
Suppose there exists a permutation π used in K that violates (A), i.e., ∃Oi , Oj such
that c(Oi ) > c(Oj ), Oj immediately follows Oi in π, and there is no precedence relation
between Oi and Oj . Modify π by moving operator Oi past Oj , and then past each operator
to its right, one position at a time, until either (1) there is no operator to the right of Oi ,
or (2) the operator to its right has an equal or higher c value, or (3) there is a precedence
relation between Oi and the operator to its right. More formally, let O1′ , · · · , Ol′ be the
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longest contiguous subsequence of π beginning at the operator to the right of Oj , with the
property that c(Oi ) is strictly greater than the value of c on any of the operators in this
subsequence, and there are no precedence relations between Oi and any of the operators in
this subsequence. (This subsequence may be empty.) In π, replace Oi , Oj , O1′ · · · , Ol′ with
Oj , O1′ , · · · , Ol′ , Oi . Let K ′ denote the new routing.
Because c(Oi ) is only moved past operators with strictly lower c values, the amount of
flow reaching each of the operators in K ′ is no more than the amount of flow reaching each
of the operators in K. Thus K ′ is still an optimal solution of instance I.
We now argue that K ′ still has no violations of (B) and that the value of the penalty
function on K ′ is lower than the value of the penalty function on K. This is a contradiction,
which completes the proof.
There are three cases.
Case 1: After moving Oi in π, there is no operator to its right.
In this case, it is clear that there is no new violation of (B). Moving Oi eliminates the
violation of (A) caused by Oi and Oj , but may introduce one new violation between Oj
and the operator that was the predecessor of Oi in π. Such a new violation has a lower
cost than the eliminated violation, so the value of the penalty function is reduced.
′
′
Case 2: c(Oi ) ≤ c(Ol+1
), where C(Ol+1
) is the operator to the right of Oi after moving
Oi in π.
Let O′′ be the predecessor of Oi after Oi is moved. Thus O′′ = Ol′ if the subsequence is
non-empty, and O′′ = Oj otherwise. Moving Oi to the right of Ol′ could only introduce
′
. But a violation does not occur since
a new violation of (B) involving O′′ and Ol+1
c(O′′ ) < c(Oi ) ≤ c(Ol+1 ).
As in Case 1, moving Oi eliminates the violation of (A) caused by Oi and Oj , and may
cause a new lower-cost violation involving Oj . The only other possible new violation
′
).
would have to involve Oi , but no such violation occurs since c(O′′ ) < c(Oi ) ≤ c(Ol+1
So again, the value of the penalty function is reduced.
′
′
Case 3: c(Oi ) > c(Ol+1
) and there is a precedence relation between Oi and Ol+1
.
′′
′
Define O as in Case 2. Moving Oi to the right of Ol could only introduce a new
′
violation of of (B) involving O′′ and Ol+1
. But a violation does not occur since there
′
: if there were, it would
can be no precedence relation in this case between O′′ and Ol+1
′′
imply that O and Oi were both ancestors of Ol+1 in the precedence graph, but had no
precedence relation between them, which is impossible with tree-structured constraints.
As in Cases 1 and 2, the violation of (A) caused by Oi and Oj is eliminated, and there
may be a new lower cost violation involving Oj . There is no new violation involving
Oi , since there is a precedence relation between Oi and its new successor. Again, the
penalty function is reduced.

4.2.1 Case: Forest of Chains. We use the above lemma to give an algorithm for selective and non-selective operators in the case that the precedence graph is a forest of chains
(which includes the case where there are no precedence constraints).
The algorithm reduces the problem to three problems on forests of chains: one involving only selective operators, one involving only preserving operators, and one involving
only expanding operators. Algorithms for the first and third of these problems were given
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above. The algorithm for the second is trivial. If an MTTC instance has only preserving
operators, then one can simply order the operators in any order π that obeys the precedence constraints, and send rmin flow along it, where rmin is the minimum rate limit of an
operator. This routing is clearly optimal.
The algorithm for forests of chains is as follows. Let I denote a problem instance such
that the precedence graph is a forest of chains (or there are no precedence constraints).
• Pre-processing Step: If there is a parent-child pair, Oi , Oj , such that c(Oi ) > c(Oj ),
then replace the two operators with a new operator Oij with selectivity pi pj and rate
limit min(ri , rj /pi ). From Lemma 4.1 (B), this does not preclude attainment of the
optimal solution.
• Repeat until there are no such pairs. In the resulting problem, I ′ , there are no pairs of
operators Oi and Oj such that c(Oi ) > c(Oj ) and Oi precedes Oj in a chain.
′
′
′
• Split the problem into three problems, Isel
, Ipre
, and Iexp
, containing the selective,
preserving, and expanding operators respectively. Each of these subproblems also
contains the induced precedence constraints.
• From Lemma 4.1, we know that there exists an optimal solution such that in every
′
permutation used, the selective operators (∈ Isel
) precede the preserving operators
′
′
(∈ Ipre ), which precede the expanding operators (∈ Iexp
).
′
′
′
• Solve the three problems separately to obtain routings Ksel
, Kpre
, and Kexp
.
• Combine the three routings in a fashion similar to CombineRoutings (Section 3.5).
′
Each resulting permutation will have all operators from Isel
before the operators in
′
′
′
Ipre , and all operators from Ipre before all operators from Iexp
.
The correctness follows from Lemma 4.1.
4.2.2 Case: Arbitrary Tree-Structured Precedence Constraints. Given the above algorithm for forests of chains, a natural approach to solving the problem for arbitrary treestructured precedence constraints is to try and apply the procedure described in Section 3.5
to turn the algorithm for chains into an algorithm for trees.
There is one immediate difficulty that is easily overcome. AggregateChains computes a
quantity whose denominator may be zero when the instance has a mixture of selective and
non-selective operators. Use of this quantity can be avoided, at the expense of additional
computation, by running RouteChains repeatedly on the chains emanating from the fork,
as done in the example in Section 3.5.1. (More efficient fixes are also likely to exist.)
We conjecture that the resulting algorithm returns an optimal routing; however, we have
been unable to prove this so far.
5. THE MAX-THROUGHPUT PROBLEM AND MINIMIZING TOTAL WORK ON
A SINGLE PROCESSOR
In Section 2, we discussed the problem of finding an optimal sequential filter ordering
for executing a pipelined filter ordering query on a single processor, when the goal is
to minimize the total work. We will call this the classical selection ordering problem.
Abstractly, the inputs to this problem are a list of n positive-valued costs, c1 , . . . , cn , and
n positive-valued selectivities p1 , . . . , pn . Using the notation
Pn in Section 3, the problem is
to find the permutation π of the operators that minimizes i=1 ci g(π, i).
The classical selection ordering problem is related to the max-throughput problem through
the dual of the max-throughput LP. Here we use duality to prove a general result about the
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complexity of finding exact solutions to the classical selection ordering problem, and to the
max-throughput problem with selective queries. We show that under any class of precedence constraints, these two problems are polynomially equivalent.
Our proof relies on the ellipsoid algorithm, which solves linear programs in polynomial
time [Khachiyan 1979; Bland et al. 1981]. The key requirement of the ellipsoid algorithm
is existence of a polynomial-time separation oracle which, given a specific assignment to
the LP variables, tells us whether the assignment satisfies the constraints of the LP, and if
not, returns a constraint that is violated.
Recall that the MTTC problem is the max-throughput problem with precedence constraints, where the precedence graph is restricted to be a forest of rooted trees. More generally, for any class C of directed graphs, we can define the max-throughput problem with
precedence constraints, where the precedence graph is restricted to be in C. We call this
the Max-Throughput(C) problem. We require that the output to the Max-Throughput(C)
problem be given explicitly, as a list of permutations receiving non-zero flow, together with
the amount of flow assigned to each of those permutations. 3
The classical selection ordering problem with precedence constraints, where the precedence graph is restricted to be from C, is defined in the analogous way. We call this the
Classical-SO(C) problem.
We now prove the following theorem, which formally establishes the polynomial equivalence between max-throughput and classical selection ordering.
T HEOREM 5.1. Let C be a class of directed graphs. There is a polynomial-time algorithm for the Classical-SO(C) problem if and only if there is a polynomial-time algorithm
for the Max-Throughput(C) problem.
Proof. The LP defining the Max-Throughput(C) problem is the same as the LP given in
Section 3.1 for the MTTC problem, except that G is in C.
The dual LP is as follows, and defines the dual problem Dual-Max-Throughput(C). Note
that the inputs to both problems are just the ri ’s, the pi ’s, and G.
Dual-Max-Throughput(C) LP: Given r1 , . . . , rn > 0, p1 . . . , pn > 0, and a precedence
graph G on {O1 , . . . , On } from the class C, find an assignment to the variables yi , for all
i ∈ {1, . . . , n}, minimizing
F =

n
X

ri yi

i=1

subject to the constraints:
Pn
(1) i=1 g(π, i)yi ≥ 1 for all π ∈ φG (n) and
(2) yi ≥ 0 for all i ∈ {1, . . . , n}.

We first show how a polynomial-time algorithm for the Classical-SO(C) problem can
be used to construct a polynomial-time algorithm for the Max-Throughput(C) problem.
3 Condon et al. [2009] actually presented two algorithms for solving the max-throughput problem without precedence constraints. One outputs an implicit representation of a routing that may route positive flow through an
exponential number of different permutations. That algorithm does not meet the condition we impose here.

36

Suppose we have a polynomial-time algorithm for the former problem.
Consider the Dual-Max-Throughput(C) LP. This LP may contain up to n! constraints
(of type 1), and hence it would seem that it cannot be solved directly using the polynomialtime LP algorithms. However, this LP can indeed be solved in polynomial-time using
the ellipsoid method, provided we have a polynomial-time separation oracle for it. We
show how to implement this separation oracle in polynomial time. Given an assignment
y = (y1 , . . . , yn ), the separation oracle needs to determine whether y obeys the constraints
of the Dual-Max-Throughput(C) LP. If not, it must return a violated constraint. All constraints of type (1) have 1 on the right hand side. It P
therefore suffices to first find the
n
permutation π ∗ obeyingP
the constraints in G, such that i=1 g(π ∗ , i)yi is minimized, and
n
∗
then to check whether i=1 g(π , i)yi ≥ 1. If so, y is feasible, else we have found a
violated constraint and can return it. If we view each yi as a cost associated with Oi , then
finding π ∗ is equivalent to solving the Classical-SO(C) problem, with costs yi and selectivities pi . Since we have assumed we can solve Classical-SO(C) in polynomial time, this
means we can also solve the dual of the Max-Throughput(C) problem in polynomial time.
We now show how to use the ability to solve the dual problem to get a solution to the
original Max-Throughput(C) problem. Using the ellipsoid algorithm, as just described,
we first find a solution y ∗ to the dual LP. During our execution of the ellipsoid algorithm,
we keep track of the violated constraints returned by the execution of our separation oracle. Let φ′ be the set of permutations corresponding to these violated constraints. If these
were the only constraints of type (1) in the dual LP, y ∗ would still be optimal (because
our execution of the ellipsoid algorithm could proceed in the same way). It follows that in
the original Max-Throughput(C) problem, we can eliminate all flow variables for permutations not in φ′ , yielding an LP for the original Max-Throughput(C) problem with only a
polynomial number of variables. This LP can be written down explicitly and solved using
a polynomial-time LP algorithm.
Conversely, assume there is an algorithm for solving the Max-Throughput(C) problem in polynomial time that outputs a polynomial-size routing. We use this to solve the
Classical-SO(C) problem. This direction of the proof has three steps:
(1) Proving that a polynomial-time algorithm for solving the Max-Throughput(C) problem implies a polynomial-time algorithm for the Dual-Max-Throughput(C) problem.
(2) Proving that a polynomial-time algorithm for solving the Dual-Max-Throughput(C)
problem implies that a separation oracle for the Dual-Max-Throughput(C) LP can be
simulated in polynomial time.
(3) Proving that a polynomial-time simulation of a separation oracle for the Dual-MaxThroughput(C) LP implies a polynomial-time algorithm for the Classical-SO(C) problem.
Step (2) follows immediately from a general result which states (essentially) that a
polynomial-time optimization oracle for a set of linear inequalities implies a polynomialtime separation oracle for that set (Corollary 14.1b in [Schrijver 1986]). Note that this is the
reverse of the well-known implication (which we exploited above) that a polynomial-time
separation oracle implies a polynomial-time optimization oracle.
For Step (1), consider an instance I D of the Dual-Max-Throughput(C) problem. Let
I be the associated Max-Throughput(C) instance. The Max-Throughput(C) LP associated with I may have degenerate optimal solutions. Using the perturbation technique
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of Megiddo and Chandrasekaran [1989], we could remove degeneracy from this LP by
adding a polynomially small quantity ǫi (computable in polynomial time) to the right hand
side of each of the rate constraints; this is equivalent to adding ǫi to each rate limit ri . Call
the modified MaxThroughput(C) instance I ′ . We run the algorithm for solving the MaxThroughput(C) problem on I ′ ; since the algorithm runs in polynomial-time, the algorithm
outputs a routing using at most a polynomial number of permutations. This routing corresponds to an optimal solution x∗ for the Max-Throughput(C) LP corresponding to I ′ . Let
Ax ≤ r′ denote the rate constraints of this LP. We assume that the columns of A corresponding to the non-zero entries of x∗ are linearly independent. (If not, the standard linear
programming technique discussed in Section 3.6, for converting an optimal solution into
a basic optimal solution, can be used to obtain an optimal solution with fewer non-zero
entries, such that the corresponding columns of A are linearly independent. This can be
done in time polynomial in n.) Let m be the number of non-zero entries of x∗ .
Since the max-throughput instance is not degenerate, exactly m of its rate constraints
are tight under solution x∗ . Let D be the m × m submatrix of A, whose rows correspond
to those m tight rate constraints, and whose columns correspond to the non-zero entries
of x∗ . It follows from complementary slackness and non-degeneracy that D is invertible,
and that the unique optimal solution to the dual of the LP for I ′ can be obtained by finding
the m-vector y ′ satisfying DT y ′ = ~1 (where ~1 denotes the column vector of 1’s) to obtain
values for the variables of the dual corresponding to the m tight rate constraints, and setting
all other variables of the dual to 0. Further, this solution is not only optimal for the dual of
I ′ , but also for the dual of the original I.
The proof of (3) is essentially a reduction from the decision version of a problem to a
search (minimization) version of the problem. Consider an instance of the Classical-SO(C)
Pn
problem. The problem is to find the permutation π of C that minimizes i=1 yi g(π, i),
where y is the given cost vector. The decision version of this problem
Pn is to determine, given
a number k, whether there exists a permutation π in C such that i=1 yi g(π, i) ≤ k. This
decision problem can easily be solved by using a separation oracle for the Dual-MaxThroughput(C)
LP to determine whether vector z = (1/k)y is feasible, that is, whether
Pn
z
g(π,
i)
≥ 1 for
i=1 i
P each permutation π in C. For any
Pπ, the value
Q of the associated expected cost, ni=1 yi g(π, i) is upper bounded by ( ni=1 yi )( j∈N pj ), where
N = {j|pj ≥ 1}. For any two permutations, π ′ and π ′′ , if the expected costs associated
with these
Q two permutations are not equal, then the difference between them is at least
S = {k|pk < 1}. Let Q be the least multiple of d that is greater
d := Pk∈S pj , where
Q
n
than ( i=1 yi )( j∈N pj ). To find the cost associated with the optimal permutation, it
therefore suffices use the separation oracle to perform binary search on the set of values
{0, d, 2d, 3d, . . . , Q}, to find the integer j such that the expected cost associated with every
permutation in C is greater than jd, but the same is not true of (j + 1)d. During execution
of this binary search, the separation oracle is queried with the vector (1/((j + 1)d))y, and
outputs a violated constraint. From this violated constraint, we can determine the associated permutation π, which has minimum expected cost. The number of calls made to the
separation oracle in performing the binary search is polynomial in the number of bits representing the yi and pi . It follows that the running time of the above procedure is polynomial
in the size of the Classical-SO(C) instance.
Ibaraki and Kameda [1984] showed that the classical selection ordering problem can be
solved in polynomial time in the presence of tree-structured precedence constraints. From
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the proof of the above theorem, we thus have an algorithm that uses the ellipsoid method
to solve the max-throughput problem in polynomial-time in the presence of tree-structured
precedence constraints. This proves the following corollary.
C OROLLARY 5.1. There is a polynomial-time algorithm for solving Max-Throughput(C),
where C is the class of directed graphs corresponding to tree-structured precedence constraints.
Since Max-Throughput(C) instances can contain both selective and non-selective operators, the algorithm used to prove the corollary can handle a broader class of problems than
the algorithms we gave in Sections 3.3 and 4 (which can’t handle arbitrary tree-structured
constraints when there is a mixture of selective and non-selective operators). The advantage of those algorithms is that they are combinatorial, and more efficient.
Ibaraki and Kameda [1984] also showed that the classical selection ordering problem is
NP-hard in the presence of arbitrary precedence constraints. We thus have the following
corollary:
C OROLLARY 5.2. When C is the class of all directed graphs, Max-Throughput(C) is
NP-hard.
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F EIGE , U., L OV ÁSZ , L., AND T ETALI , P. 2004. Approximating min-sum set cover. Algorithmica 40, 4, 219–
234.
G OLDMAN , R. AND W IDOM , J. 2000. WSQ/DSQ: A practical approach for combined querying of databases and
the web. In SIGMOD ’00: Proceedings of the 2000 ACM SIGMOD International Conference on Management
of Data, May 16-18, 2000, Dallas, Texas, USA. ACM, 285–296.
I BARAKI , T. AND K AMEDA , T. 1984. On the optimal nesting order for computing n-relational joins. ACM
Trans. Database Syst. 9, 3, 482–502.
K APLAN , H., K USHILEVITZ , E., AND M ANSOUR , Y. 2005. Learning with attribute costs. In STOC’ 05: The
Thirty-Seventh Annual ACM Symposium on Theory of Computing, Baltimore, MD, USA, May 22-24, 2005.
ACM Press, 356–365.
K HACHIYAN , L. G. 1979. A polynomial algorithm in linear programming. Soviet Mathematics Doklady 20(1),
191–194.
K ODIALAM , M. 2001. The throughput of sequential testing. In Proceedings of the Conference on Integer
Programming and Combinatorial Optimization (IPCO), LNCS 2081. Springer-Verlag, 280–292.
K RISHNAMURTHY, R., B ORAL , H., AND Z ANIOLO , C. 1986. Optimization of nonrecursive queries. In VLDB
’86: Proceedings of the Twelfth International Conference on Very Large Data Bases, August 25-28, 1986,
Kyoto, Japan. Morgan Kaufmann, 128–137.
L AWLER , E. L. 1978. Sequencing jobs to minimize total weighted completion time subject to precedence
constraints. Annals of Discrete Math. 2, 75–90.
L IU , Z., PARTHASARATHY, S., R ANGANATHAN , A., AND YANG , H. 2008. A generic flow algorithm for shared
filter ordering problems. In PODS ’08: Proceedings of the twenty-seventh ACM SIGMOD-SIGACT-SIGART
symposium on Principles of Database Systems, June 9-11, 2008, Vancouver, BC, Canada. ACM, 79–88.
M EGIDDO , N. AND C HANDRASEKARAN , R. 1989. On the epsilon-perturbation method for avoiding degeneracy. Operations Research Letters 8, 305–308.
S CHRIJVER , A. 1986. Theory of Linear and Integer Programming. Wiley-Interscience.
S HAYMAN , M. AND F ERNANDEZ -G AUCHERAND , E. 2001. Risk-sensitive decision-theoretic diagnosis. IEEE
Transactions on Automatic Control 46, 1166–1171.
S IMON , H. AND K ADANE , J. 1975. Optimal problem-solving search: All-or-none solutions. Artificial Intelligence 6, 235–247.
S RIVASTAVA , U., M UNAGALA , K., AND W IDOM , J. 2005. Operator placement for in-network stream query
processing. In PODS ’05: Proceedings of the twenty-fourth ACM SIGMOD-SIGACT-SIGART symposium on
Principles of Database Systems, Baltimore, Maryland, USA, June 13-15, 2005. ACM, 250–258.
S RIVASTAVA , U., M UNAGALA , K., W IDOM , J., AND M OTWANI , R. 2006. Query optimization over web services. In VLDB ’06: Proceedings of the 32nd International Conference on Very Large Data Bases, Seoul,
Korea, September 12-15, 2006. ACM, 355–366.

Received February 2010; revised September 2010; accepted November 2010

40

