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We consider time-gverage Markoy Decison Processes (MDPs), which accumulate a reward and cost ot eaeh decision
epwrch A policy meets the simple-path constraint if the time-average cost s below o speilied value with probability one.
The optimization problem is 1o masimize the expected average reward over all policies that meet the samplesputh
comstraim. The sumple-path constraim is compared with the mare commonly studied constraint of requiring the averge
expected cost e be less thun a specified vadue. Although the two criteria are equivalent for certain classes of MEPs, their
leagibie and optimal policies differ for many nontrivial problems In general, there does not exist optimal or pearly
aptimal stationary. palicies when the éxpectod avermge-cos constraint s emploved Adssuming that a poliey exists thal
meets the simple-path constraimt, we establish that there exist aearly optimal stationary palicies for COMUMUAIL N
MIPS A parametrie linear programming algorithm 1s given to construct nearly optimal stationary palicies. The diseussion
rehies on well known results from the theory of stochastic processes and lincar programming. Thie techniques lead 1o
semple proals of e existence of aptimal and nearly optimal stationary policies for umichain and determimistic MIDPy,

respectively

Wu consider the Markov decision problem of
lwating a policy that maximizes over all poli-
cies u the expected average reward

i) = E.{ liminf ! ¥ AN A J] (1)

|

subject (o the samiple-path constraint

Fu(li]‘{lﬁ:l]’};l; 2. X Am] = u-) = |, [2)
Here. |.X..| i5 the state process taking values in the
finite state space §: |4.} is the action process taking
values in the finite action space & f(-, -) and ¢+, +}
are the rewards and costs. respectively, as functions of
the current state and action chosen: « 15 the constraint
value, below which the long-run average cost must fall
with probability |,

The above problem is to be contrasted with the
maore commaonly studied constranned Markowv decision
problem of maximizing the average expected reward

iholu) 1= IIminl’Tl Y E,[rX..A.)] i3)

e |

subject Lo g constrant on average expected cost

K{u) == Iimr.u]:‘ll Y E[elXn, An)] = {4
We will refer to this problem as the expectation prob-
tem and to (1)~2) as the sample-path problem.
Many applications of constrained Markov decision
processes currently exist in the literature; see Golabi,
Kulkarni and Way (1982) for highway munagement
applications; Kolesar (1970) for hospital scheduling
applicatuons; Maglaris and Schwartz (1982): and Nain
and Ross (1986) for telecommunication applications.
Derman (19700 first studied the expectation prob-
lem 1n the context of the theory of expected stare-
action frequencies. Assuming that the Markov Deci-
sion Process (MDP) is unichain, that is, every pure
policy gives rise to a Markov chain with 3t most one
recurrent class, Derman proved that there exists an
optimal (randomized) stationary policy for the expec-
tation criterion. This result leads to a simple Linear
Program (LP) that pinpoints such a stationary policy.
More recently, by way of the dynamic programming
equation, Beutler and Ross (1983, 1986) showed that
under similar recurrence conditions there exists an
optimal policy that requires randomization in at most

Sraltfeet clavsifications. Dynamic programmmg Markey finie saie fime-sverape o Probability, Markey processes; sumple-prth consdsin s
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one state. In Ross {1989), the limited randomization
property was extended to muluple expeciation con-
straints and the simple LP was shown to produce such
an optimal policy. In the context of expected state-
action frequencies, Hordilk and Kallenberg {1954)
and Kallenberg {1983} studied the expectation prob-
lem for MDPs with general recurrent structures. In
this case, there does not always exist an optimal sta-
tionary policy, or even an eoptimal stationary policy.

It appears that litte work has been done on the
sample-path criterion. But the two criteria are indeed
different, as we shall establish by an example that o
policy which 15 feasible for the expectation criterion is
not necessarily feasible for the sample-path eritenion,
And it 1y possible that there does not exist nearly
optimal stationary policies for the expectation crite-
ricn, but there exists an optimal pure pelicy for the
sample=-path crternon.

I this paper, we focus on the sample-path eniterion
for communicating MDPs, where for every pair of
slates there s a policy that will bring the process [rom
one state 1o the other with positive probability, For
communicating MDPs, there docs not, in general,
exist an optimal sttionary policy for the sample-path
eriterion; however, there always exists an eoptimal
stationary palicy for all « > 0. The optimal policy
can he determined by solving a parametric LP,

The techniques developed heremn also lead o a
simple proof for the existence of an optimal stationary
policy for the unichain case. Morcover, as a corollary
to the basic existence result for communicating MDPs,
we prove the existence of eoptimal policies for deter-
ministic MDPs (where the choice of action completely
determines the subsequent state). Parametric LP is
combined with a graph-theoretie algonthm to con-
struct the e-optimal policies.

The proofs of these results are based on simple
probabilistic arguments; they rely nether on the
machinery of capected state-action frequencies nor on
the indirect manipulations of the dynamic program-
ming equation. To demonstrate the simplicity of the
proofs, we give a self-contained presentation that
depends only on well known results from stochastic
processes and linear programmung. The aforemen-
tioned results also form the foundation of a compan-
ion paper (Ross and Varadarajan 1986), in which it s
proved that for MDPs with general recurrent structure
there always exists nearly optimal statienary policies
for the sample-path criterion.

This paper is organized as follows. In Secuon 1, we
precisely define the problems addressed and quote
some well known results from the stochastic process
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literature. In Section 2, we briefly compare the two
criteria; an example is given that illustrates their dif-
ferences. In Section 3, we introduce a parametric LP
and relate it to the sample-path problem; this leads to
a simple proof of the existence of an optimal stationary
palicy for unichain MDPs. The parametric LP is again
used in Section 4 to prove the exastence of an e-optimal
stationary policy for communicating MDPs, Results
on determimistic MDPs are given as a corollary in
Section 3, We conclude tn Section 6 with a brief
discussion on the sample-path problem with multple
constriunts and a final comparisan of the two criteria.

1. THE SAMPLE-PATH PROBLEM

The basic notation and precise problem delinitions
are given in this section,

1.1. Sample Space, Palicies and Probability
Measures

I'he underlving sample space 15 given by

(= |8 x B"

so that a typical realization w can be represented as
W=y Xl X vy s e

The state and action random variables X, A, for
mo= 1, 2 ... are then defined as the coordinate
mappings

Xolw) = x. and Aule) = .

Throughout, the sample space {2 will be ¢quipped with
the e-algebra @ generated by the random varables
(X = 1.2, ... 0

In order to give a formal definition of a palicy, first
let ¥ be the set of all probability measures on the
aclion space B, that is

do= ”_ﬂnﬁ':..,.,ﬂ.—-]:
pEpt.o ot =lLp=E0lsash

where b is the cardinality of 5 Then a poficy o is
defined to be 2 sequence u = (u', w7, w', - ) where
#* 15 a mapping from {5 > B} x 8 to ¥ We wnte
uo. 1 = g=h, for the ath component of 1"
Throughout we suppose that the distribution g =
(g.: x = 5) lor the initial state is fixed and given to
the decision maker. For a fixed policy v, we proceed
to consiruct the probability measure F, for the meas-
urable space ({1, #). The finite-dimensional distribu-

tions of the probability measure: P, are delined




782 [/ ROSS AND VARADARAJAN

recursively as

P, =x)=¢, XES (5}
Pld,=alXi=x, =28, ...y
Kiey = Kunay Aw=sr = Qumiy Kow = Xt
=, @iy vev s Xaets Gwimry Xord (6]
FdXom=pylXi=xdi=an ...,

:.:.ll.l 1= K=y Am—l = By -‘llrm = X ."‘I,., b ﬁ'}
=P (7)

P i the faw of motion, which is given and deter-
mined from the physical meaning of the problem,
From a standard application of the Kolmogeroy con-
sistency theorem, we know there exists a unique prob-
ability measure P, on (£, ) such that (5)-(7) hold for
all possible histories and all m = 1. Thus, for each
policy u, we have constructed a probability space
(1, 4, ).

1.2. The Sample-Path Optimization Problem

Let U, be the class of all sample-path feasible policies,
that is, the set of all policies v that satisfy the sample-
path constraint (2), Denole

L

R Iiminr'l_ 2 r{xmq -’!m]

Ll IEH

! L
¢ o= limsup— 2 el X, Ak
[ diges |
The random variables R and C are the (worst case)
long-run average reward and cost, respectively;
note that ¢,(u) = E,[R] and u € U, if and only if
PiC=aa)=1,

Definition 1. A policy v € U, is said to be optimal
[e-optimal ] for the sample-path criterion if there exists
a real number ¢ such that

(i) PR =t)=1forall policiesu & Uy
(i) BiR=1)=1[P(R=1—6)= 1]

It follows that if v is optimal [e-optimal] for
the sample-path critérion, then ¥ satisfies @.(v) =
@ [¢Av) = ¢ — €], where
@ 1= sup g.lu).
uE Ly

Thus, the definition of optimality and e-optimality for
the sample-path criterion is stronger than that alluded
o in the Introduction,

In a completely analogous way we can define U,
and ¢* for the expectation criterion.

Definition 2. A policy v € U, is optimal [e-optimal]
Jor the expectation criterion if ¢.(v) = &7 [ dy) =
e

1.3. Subclasses of Policles

In general, a policy may be difficult to implement
because it depends not only on the entire past of the
process, but also on the epoch at which actions are
applied. We are, therefore, motivated 1o search for
optimal and e-optimal policies within smaller frd
more appealing classes of policies. One particularly
interesting class is the stationary policies, A policy u
is said to be stationary if there is a vector [ =
| fous X € &8, a € A such that

WX Diy eoe s Xmeis D=y X} = M

for all histories and all m &= 1. An even more narrow
class of policies is that of the pure or nonrandomized
stationary policies. A stationary policy f is said to be
pure if, for each state x € S, there is an action a € 8
such that f,, = 1. Clearly, a pure policy can be repre-
sented as a mapping g from the state-space S to the
action-space B,

We will repeatedly make use of the following prop-
erty, Under any stationary policy f, the state pracess
[X,.| is a Markov chain with transition matrix (1),
whose xy component is given by

Pokfyim B Pisilia

A transition matrix P(f) is said to be unichain if it
has al most one recurrent class; we will write m( 1) =
[x.(f), x € 8] for the unique equilibrium  vector
associated with P([).

1.4. Recurrent Structures and Facts

in this paper, we will study the sample-path criterion
far three classes of MDP problems: unichain, com-
municating and deterministic. An MDP is said to be
wnichain if the transition matrix P(g) is unichain for
each pure policy g (this implies that (1) is unichain
for all stationary policies f). An MDP is said to be
communicating if for each ordered pair of states (x, ¥}
there exists a pure policy g such that y is accessible
from x under P(g). Finally, an MDP is said to be
deterministicif for every state x € Sand action a € B
there is a state y € S such that P, = L.

We conclude this section by stating two facts that
will be needed subsequently. The first fact is usually
referred to as the Stability Theorem or the Strong Law
of Large Numbers for Martingale Differences (e.g., see
Loeve 1978, p. 53). The second fact is derived by



ebserving that under any stationary policy the process
[(X, A n=1,2,,..] 15 a Markov chain, to which
a well known ergodic theorem can be applied (eg.,
see Cinlar 1975, p. 139), The notation 1(-) represents
the indicator function,

Fact 1. For every policy u, we have F-almost surely

-

ol :
lim= ¥ | 1{X, =
FO | fn]

=X X =2 Ay = @) | =D

for all & 8.

Fact 2. Deline the random variables denoting the
stite-action frequencics

Zux, g) s -:—r ¥ X, =2 A, =a)

Under any stationary policy [ the sequence |Z.(x, a),
o= 12 ,..| converges Fr-almost surely for all
X € X « € 8 to a random vanable Zix, a) If
A1) is unichain, then F-almost surelv Zix, a) =
rdfifaforall xES, 0 E R

2. THE TWO CRITERIA COMPARED

The expected average reward ¢.(u) is, in general, less
than or equal 1o the average expected reward &, (u),
but for a larpe class of policies the two rewards are
equal,

Proposition 1. (i) U, C &, and for all policies u we
fave golu) = o (u); conveguently, p* = g%,

i) 2. a) n= 1 2, ... | converges Poalmost
surely for alf x € 8, a0 € B ro a random variahle
Zix. a), then Pralmaost surely

R = E Mo, alt{x a) (8
and ¢ (u) = ¢ (u),

(iii) For any stationary palicy §, Equation § holds
FPralmost surefy and ¢,(F) = ¢ (0). I PUD) (5 unichain,
then Pralmost surél)

R=i.f)= (D)=} r(x. ayr.(f) L.

Proof. For 1 note that u £ U, implies £,[C] = a,
which, when combined with Fatou's Lemma (see
Billingsly 1979, p. 180) gives u & L. ¢(u) = ¢.(u)
follows immediately from Fatou’s Lemma. For 1
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abserve that

R= e ¥

= |

X, Ay )= liminf ¥ rix, a)Z.(x, a)

=¥ rix, a)Zix, a)

whence the first statement. The second statement then
follows from Lebesgue’s Dominated Converpence
Theorem. Result i is obtained by combining i1 with
Fact 2.

Consider the constrained optimizaton problems,
The following example demonstrates that there may
not exist an eopumal stationary policy for some
¢ = 0 for the expectation problem, whereas, for the
same MDP, there exists an optimal pure policy for
the sample-path problem.

Example 1. Consider the following deterministic
MDP with 5= |1, 2, & = |1, 2}, initial distribution
G = 1, ¢ = 0 and constraint value « = 1 (see Fig-
ure ). The single and double arrowheads correspond
o actions | and 2, respectively. From the figure, we
see that action | brings the process back Lo state |,
whereas action 2 brings the process to state 2, In state
2, both actions bring the process back to state 2; thus,
state 2 is absorbing under all policies. Observe that
this MDP is not communicating, nor s il unichain,
since the pure policy

g=[g1), g2 = [1, 1]

gives rise t0 4 transition matrix P{g) that has two
recurtent classes. For the expectation and sample-path
criteria. all feasible stationary policies f must have

£ = 1. Thus, the average expected reward and cost

are given by ¢.(f) = 0 and K(f) = 0, respectively,
for all f € U.. Consider the policy u given by
(1) =Y, u(x,, d, ..., X, =1 for all histories and
all m = 2. This policy belongs to L, since K{u) = ¥,
and gives ¢.(u) = Y2, Hence, there does not exist an «-
optimal stationary policy (if « satisfies ) = ¢ < 14 for

eil,Ii=0 Gfl,1)=0
£l 27 =0 gl 2 =0
T 2 Bli.li=1 21g,1)=1
EEe21=1  eiiai=1

Figure 1. For this example, the sample-path ¢riterion
has an optimal pure policy, whereas the
expectation criterion does not have nearly
optimal stationary policies,
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the expectation criterion. But, for the sample-path
criterion, the above policy g is an optimal pure policy
(with t = 0).

J. PRELIMINARY RESULTS
We begin by defining for each fixed n 2 0 the following
LP with decision vanables {z{x, g), x E S, ¢ € B].

Program Q,

t, 1= max ¥, rix, a)zlx, a) (9a)

subject 1o

¥ Puzlx,a)= Y z(va) forally€ S {9b)

R “

¥ ozx, @)= (9¢)
E elx, aizlx, a) & o (9d)
zZix,a)=n lorapllxES, aEAN, (9e)

With a slight abuse of notation we also refer to (J, as
the set of feasible solutions to the above LP. Loosely
speaking, the limits of the state-action frequencies
[Zalx, a), n=1,2,...| are P,-almost surely feasible
solutions to &y for any u € U,. The decision variable
z{x, a), therefore, has the interpretation of being the
fraction of time that the process is in state x and action
i is chosen along a feasible sample-path w € 0. Fora
piven solution [z{x, a)|, we will write

zZixy= ¥ z(x, @)

and
Li=lre & zlx) = 0.

The following two key propositions relate the LPs
{3, 1o the sample-path eriterion. MNote that the first
theorem holds for MDPs with general recurrent
struciures,

Proposition 2. If U, is nonempiy, then Oy is nonempiy
and PAR =)= | forallu e L.

Proof, Since0= Z,(x, @)= 1, it follows from standard
compactness arguments that for each w € Q, there is
a subsequence |V, (w)] along which |Z.(x, a; w), n =
1, 2,...}converges to some Z(x, a; w) forall x € 5,
a € B, that is

iim Zy(xa)=2Z(x,a) forallxES, aEB. (10

MNow let u € U, We first show that, P.-almost surelv,
|Z(x, a)} is a feasible solution for &y, 1t follows from
{10) that

YZix,a)=1, Z{x,a)=0 x5 a8 (11

Combining {10) with Fact |, we have P.-almost surely
YPLZ(x a)=2 Z(y,a) forall yE S {12

Since u € U, we also have P,-almost surely

" Ny
ui:limsupll ¥ chm,Am}:-ymE,L ¥ e, A

- - - =]

=lim ¥ ¢(x,a)Zy(x,a)= % c(x,a)Z{x,a). (1})

-

Lt

From (11)=(13) we see that |Z{x, a)| s, Fealmos
surely, feasible for Q. Consequently, {4 Is nonemply
and P.-almost surely

2 rlx, a)Z(x, a) < to, (14)
The proof 15 then completed by combining { 14) with

|\|‘

R=lim h-t—, Y X, A= 2 e, @)2(x, 4),
et e

(]

It follows from Proposition 2 that a pelicy v i
optimal [e-optimal] for the sample-path eniterion if it
is feasible and A(R=t) =1 [P{R =t —¢)= 1],

Proposition 3. Fix g = 0 and lat |z'(x, &)} be an
optimal exireme point for Q.. Define a policy £ by the
transformation

#{:{T} z2x)y =0
Fa=| i . (15)
‘I_'i?i otherwise.
Then
X 2 (x)PA) = 2'(3) (16)
Y oz%(x) = l. {17)

A

Moreover, I P(I") is wnichain, then 7 € U, and
PR =t,)= 1. In particutar, if P(f") is wnichain, then
I is an optimal statfonary policy.

Proof. We have
2 zaiijn-U'] =k E Z“I:X}PM_JL

L i

= E Piozx, a)=z%1)

Vo



where the last equality follows from (9h). By (9¢), we
also have

¥ogre) =1,

IF P s unichain, there is 4 umigue probability
vector w1 ) associated with P ) therefore, ( 16)-(17)
imply that «, (") = ") for all x € § Combining
this with statement i of Proposition | we have /.
almest surchy
C= 3 efx,aye (00 =Y efx, a)z"(x, &) = a
Na? ham

where the last equality follows from (9d), In a sinulfar
manner, we have P--almost surely

Ri=_3 mx. ayetin, a) =1,

where the last inequality follows from the optimality
o |2x, @l The last statement then follows from
Proposition 2,

We shall see that, in most arcumstances, for g
sulliciently small and positive, 1715 an eoptimal policy
when the MID2P s communicating. Nevertheless, i
follows lrom Proposition 3 that there exists an optimal
stationary policy for a cluss of MDPs,

Theorem L. Suppose thar the MDE is wacham, Then
L by monempry o and ostly §F O o5 nonempry, 100, is
nenternpiy then T as defined through (153 5 oprimal
fear e samgde-peath criterion.

4. THE COMMUNICATING CASE

In contrast with the unichain case, there does noL in
gencral, exist an eptimal stationary policy for the
COMMUuNICAlng case.

Example 2. Consider the following communicating
MDP with 5§ = 1. 2§; B = |1, 2}, initial disinbution
g =1, g = Vand constraint value o = =¥ (see Fig-
ure 2). Copsider the (weaker) sample-path criterion
of maximizing ¢, () over all policies 1 € L., Ths
Markow decision problem can be given the following
interpretation: find a policy to maximize the fracton

Figure 2. In general, an optimal stationary palicy for
communicating MDPs does not exist.
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of ume being in state | and choosing action 1, subject
to the constraint that the fraction of ume being in
state 2 and choosing action 2 be at least 50%,

For any stationary policy [, the corresponding tran-
sition matrix is given by

e B I |
f’m_L._l f}-]'

If fi: = 0. then [ does not belong ta & f 2 =0, then
PN s guaranteed to have at most one recurcent class
with a corresponding equilibrium vector

[ i fis
f”'-] [fl + |r-||r+|f|] UH}

Combining (18) along with sttement 1k of Proposi-
tion 2, 1t is a simple exercise o show that o (F) < Vil
f e U, and that the supremum of .0 over all
fe L is v Hence, there does nat exist, in geneml,
an opumal stationary policy for the sample-path
criterion.

For the remainder of this section we suppose that
the MEP s communicating, AL this point, il i5 con-
ventent to introduce two lemmas whose prools are el
ta the readler.

Lemma 1. An MOP v communicating o and ondy i
P s rreducible for every stadionary policy © that
satisfies [.>0, x E S, 0 € B,

Lemma 2. Suppose that [ isa stationary policy and A
s @ et of states sweh thee Uy A s closed under POEY;
and (WY Fo=0forall xF A, a E B Then § = A i
transient under P(1),

Let vy consider, with the communicating assump-
tion in force, some properties of the policy £, which
15 denived from the feasible solution |z%(x, a)} via
rransformation (13). It follows from (16} that, under
P Y, Lo s a closed set and each x € £ is a recurrent
state. Furthermore, from Lemma 2 we have that all
siates in 5 — [ooareransient under £(0"). Thus

U Ti= 1

where I'y. T'-; . ... I, are the recurrent classes asso-
ciated with S("L We will need to make use of the
following: for all v £ 1", we have

¥ 2 P =3, 2P ) =2 (1%
=r, "

The first equality in (19) follows from z"(x) =0 for
A& L eand from UL, T s closed under 2017); the fast
equality follows from (16). We also need to introduce
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fork=1,....m

by 1= E Zu{I}.

K1

Nate tha

i

Yoau=1 and >0 k=1,...,m (20)
=

Aldso deline
dii= 1/ X elx,a)(x,a)

ALl @l
and let £ be such that o = min e &, The value d,
has the interpretation of being the average cost of ¥
piven that the process has entered I'. Since [2%(x, a)|
ig feasible for ¢ we have

o= Y ely, w)2ix, a) = Y M=y (21)
Wl d=1
where the last inequality follows from (20),

I is first of interest to construct a sample-path
feasible policy. The policy f* does not necessarily
belong to U, because we may have d > « for some k.
We are, therefore, motivated 1o define the stationary
policy 1 as

i % Hxel
Y I 1 (22)
H ifx&E .

Since P, (1) = P, (1) for x € Iy, it follows that T, is
a recurrent class for P(T). Moreover, since S0
for all x & R, a € B, it follows from Lemma 2 that
I, is the only recurrent class for P{f). Thus, P(f) is
unichain,

The existence of a sample-path feasible policy is the
subjeet of the following lemma.

Lemma 3. If (3, is nonempty, then U, is nonempty. In
partictdar, we have Pr-almost surely

ea= . £ ﬂjm{i'}_ﬂu =a (23)

sothat T€ U,

Proof. Observe that for y € 'y we have from (19) and
the definition of f

¥ )P = 20y,

ey
Thus, forall xE T

e (h = 22

whereas '.l'x{.l:} =0 for x & I'.. Therefore

¥ el amdl)fu=d < a

In light of statement iii of Proposition |, the proof is
therefore complete.

For the remainder of this section, we assume that
there exists a feasible policy so that Oy is nonempty.
The following proposition gives a simple condition to
guarantee the existence of e-optimal stationary poli-
cies: subsequently, we will show that the condition
holds whenever there exists a strfetly feasible policy,
We will also show that il the condition does not hold,
then there exists an optimal stationary policy,

In order 10 state the theorem, let ¥ be the set of
feasible solutions {z(x, a}| in € that satisly z(x, a) >
0 for all x € 5, 4 € B. We note that if' Vis nonemply,
then there is an { = 0 such that for each 5 that satisfies
0 < 5 < { there is a feasible solution for the LP @,

Proposition 4. Suppose that V is nonempty. Then for
each ¢ > 0, there exisis an -optimal stationary policy
for the sample-path criterion,

Proof. From Lemma | it follows that £(0") is irreduc-
ible for all 0 < y < {. From Proposition 3, we obtain
f*e U, forall 0 << {and Pe(R =1,) = L. Therefore,
in view of Proposition 2, it remains to show that

lim f, = fu.

a |y

But the LPs O, with 0 = 5 < { can be regarded as a
parametric right-hand side LP (e.g., see Murty 1983)
and the desired continuity holds.

The following theorem implies that there usually
exists an «-optimal stationary policy forall e = 0, e,
whenever there exists a policy that strictly meets the
sample-path constraint,

Proposition 5. Suppose that there exists a policy u
and a v > 0 such that

PiC=a—-1r)= 1l {24)
Then V is nonempty.

Proof. From Proposition 2, with « replaced by o —#,
{24) implies that there is a [£(x, a)} that belongs to O
such that

Y e(x, a)ilx, a) < a — ». (25
The basic idea of the proof is to first construct a
unichain policy f from {2(x, a)| that satishes (24);
then perturb f in order to construct a feasible policy



that chooses every action with positive probability and

gives nise to an irreducible Markov chain, The corre-

sponding state-action frﬁquenc_i{-s will belong to 7.
Recall the construction of f from z%x, a). In an

entirely analogous manner, construct the unichain

stationary policy f from 2(x, a). From (25) we arrive

at the analog of (23)

Foetx, anwdty], = a—

Lel T be the recurrent class associated with 2(f). For

each ¢ > 0, define the stationary policy h° as

i . forx@ElandaE€ R
Mar=]| (1 =eb) i forxETlandag B,
‘ forxElNandae 8,

where &, 15 the cardinality of the set 8, := [u € B:

Loo= 04 It follows from Lemma 1 and the fact
h,=0 x5 acH

that £(h'} 15 irreducible for all « = 0.
For x & ', we have

Py = P (l)
and for x € 1", we have

Poiby=(l—eb,) ¥ Po.Ju+¢ ¥ P,

wid, am i,
=(l=eh )P (D) +¢ ¥ P
S,
Thus
:Iim P by = P.(T) (26)

for all x, y € & Since F(h*), e > 0, and P({) are all
unichain transition matrices, it follows from {26) that
{e.g., see Lemma 2.4 of Beutler and Ross 1985)

lim w(h') = «(f).

o

This, in turn, implics
lim ¥ c(x, @y U Y,

O xa

= z L‘i:.r. ﬂ}F_L{TJ == W

X0

Therefore, there exists a v > (0 such that
2 olx, @) (h Ay, < (27)

Thus, we have constructed the desired feasible policy
h™ that chooses each action with positive probability
and s irreducible, To complete the proof. define for
alxES aER

wix, @) i= h,w= (b)) = 0. (28)
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Utlizing (27) and (28), it is then readily verified that
[wix, aj] € V.

From the previous theorem we see that for all
practical purposes we may take M to be nonempty.
For mathematical completeness, however, we need 16
address the degenerate case of I being empty in the
following proposition.

Proposition 6. Suppose that V ix empty. Then the
sationary policy 1° given by the transformation (15) i
an optimal policy for the sample-patl criterion,

Proof. Recall the definitions of T, A k=1, ...,
Denote
+0
L-";:'—‘” iftxen, ac8
wily, g) o= A
(1} otherwise,
Mote that
X, @)= Y hw'(x, al (29}

Under palicy £, w*(x, a) is the fraction of time that
the process is in state x and action a is chosen given
that the process has entered I',. We clearly have for
allk=1,....,m

Y wh, a) =1, w'x, a)=0.

From (19} we obtain forall y€ §

T wiix, a)Po(f) = ¥ wh(y, a).

Thus, |w"(x, a)| satisfies (9b), (9¢) and (9e) with
n=1, foral & =1, ..., m. Moreover, since for
allk=1,...,m

de = ¥ clx, a)wix, a)
it follows from (21) that |w'{x, a)} satisfies (3d). Thus
Iw'(x, a)| belongs to (2.

We make use of Proposition 5 in contraposition
form: If ¥ is empty, then for every u € I/, and for
every ¥ > O, P{C = o — v) < |, In particular, P <
e —v) < 1 forall » > 0, where T is defined by (22),
This combined with Lemma 3 gives o, = «, which, in
turn, implies that &, =« forall k= 1, ..., m. From
{21) we then obtaind, = a forall k= 1,. .., m. Thus,
Iw*(x, @] is a solution to @, foreach k=1, ..., m.
But since [z"(x, @)} is an extreme point for O, it then
follows from (29) that we must have m = 1, i.e., P(f")
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is unichain. Hence, by Proposition 3, I is an optimal
stationary policy,

Combining Propositions 4, 5 and 6§ we obtain the
following theorem.,

Theorem 2. Suppose that the MOP is communicating.

Then U, iy nonempty if and only i y is nonempty. If

O 5 nonempty, then for each « =0 there exisis an e
aptiaad stationary policy for the sample-path criterion.

We summuarize our study of communicating MDPs
with the following procedure to locate an optimal or
newrly optimal stationary policy.

Step 1. Solve the LP ( by the simplex method. If
(%, is infeasible, then there does not exist a policy that
meets the sample-path constraint,

Step 2, Let [2%(x, )| be an optimal extreme point
for the LP @, and let I be the corresponding station-
ary policy obtained via the transformation (15). If
A(f") is unichain, then f* is an optimal stationary
policy, stop; otherwise, go to Step 3,

Step 3. Solve the parametric LP (Q° 5 = 0) over
some interval [0, ] beginning with 5 = 0. Then
employ the transformation (15) 1o obtain an eoptimal
stationary policy for ¢ as small as desired,

Remark. The results of this section hold if there are
state-dependent action spaces 8,, x € §, instead of a
single action-space 8.

5. DETERMINISTIC MDPs

For multichain MDPs, it is convenient to require that
the given initial distribution be concentrated on a
single state, say x; € 8. In this section, we make
this assumption. We also assume that the MDP is
deterministic.

In this case, it is useful to construct a directed graph
from the MDP as follows: the set of vertices is equal
1o the state-space 8 there is a directed arc from veriex
X to vertex 1 if and only if there is an a € 8 such that
P, = 1. Note that there is at least one arc emanating
from every vertex x € 5 and the graph may have self-
loops. Since only states that are reachable from the
initial state x, under some policy are of interest, we
assume without loss of generality that for each y € §
there is a directed path from x; to y.

In a strongly connected component of the above
graph, for any two vertices x and y such that x # 3,
there exists a directed path from x to y. Let us consider
those strongly connected components which either
have more than one state or & single state with a self-
loop. For any two states x and y in a component of

this kind there exists a pure policy g such that y is
accessible from x under P(g) through states only in
the same component. Thus, the MDP restricted 1o
this companent is communicating. This motivates us
to partition the set of states into disjoint classes €,
Cy. ..., C.such that the subgraph restricted to cach
of these classes is a strongly connected component,
The partition can be constructed via efficient depth-
first algorithms (e.g., see Gondran and Minoux 1984,
pp. 16=21). The idea of partitioning the state-space
into communicating MDPs is due to Bather (1973),

Foreach k=1, 2, ..., m and for each x € C,,
define the set

B, i=|a € B: Py, =1 for some y € Cil.

Thus, starting in a state x € C,, B, is the set ol actions
that will keep the state process in the class C,. Observe
that if 8, is empty for some x € C,, then €, is @
singleton that consists of the state x, which is transient
under all policies (in fact, x will be visited at most
once under any policy). Lat

Li=|k: | & k= m, B, isnonempty for all x € C, ),

For each k& € L, we define a new MDP, denoted
MDBP-k, with state-space ) and state-dependent
action space 8, for each x € C,; the law of motion
for the MDP-k is the law of motion for the original
MDP restricted 1o the state-space C, and action-spaces
B,, x € ;. It follows from the definition of € that
the MDP-k is communicating for each & € I'. More-
over, once the state process leaves a given class G, it
can never return to that class. This, combined with
the assumption that all states are reachable from x,,
implies that an optimal policy will drive the state
process to the class €, which offers the highest con-
strained reward.

We are, therefore, molivated to define for each
ke L and 5 = 0 the following LP,

Program Q}

i=max Y X r(x, a)z(x a)

FEC aEH,
subject 1o
Y ¥ Puzixa)= 3 z2(pa) foraliyeC

AER; dB8, aiE B_,

Y Y zixa)=1

FEA, aER,

Y 2 cxexa)sa

Wil By sE8,

zix,a)=n forallxeC,,a€ 8,



We also necd to let [ be the index such that - =
max{iii: & € L|. We construct an e-optimal stationary
policy as follows, The standard depth-first search algo-
rithm casily can be modified 1o give as a by-product
a directed path from &, 1o astate in O, Let 8" = |5,
Say oo oy 5e| be the set of states in this path so that 3, =
x and &, € €. Let @y, 23, .. 0 be the actions
such that P, ... . =1form=1,2,....n— L
Finally, let h be a stationary policy for the original
MDP defined as; when in state x, € &5, h chooses
@, when in state ¥ € €, h follows the eoptimal
stationary policy for the communicating MDP-/;
when in stale 5§ = §' = (', any action is chosen,

Corollary L. The stationary policy b is an eaptimal
moliey far the sarmple-path criterion.

Remark. If the LP O gives rise 10 an optimal policy
with a4t most one recurrent class, then there exists an
optimal statipnary policy for the deterministic MDP
with the sample-path eriterion. Also, since the optimal
{respectively, «optimal) depends on the imital state,
these policies are not uniformly optimal {respectively,
c-optimal) for all initial distnbutions, as in the uni-
chain and communicating cases,

6. DISCUSSION AND CONCLUSION

The theory developed up to this point is incomplete
becnuse it has neither addressed MDPs wath muluple
sample-path constraints nor constramed MDPs with
general recurrent structures. The latter problem s
mvestigated in a8 companion paper (Ross and
Varadarajan), where i1 15 shown that there always
exists an =optimal stationary policy for the sample-
path criterion for all € = (. The approach taken there
15 similar to that for deterministic MDPs, where the
state-space is decomposed in order to create classes of
communicating MDPs. However, the situation is sig-
nificantly more complicated because, with positive
probability, more than oné state can be directly
accessed for a piven choice of action.

6.1. Multiple Constraints

Multiple sample-path constraints can be handled, 1o
a large extent. by the theory presented herein; they
were omitted in order not to obscure the discussion
with a complicated notation. To see how this more
general formulation can be treated, we introduce the
multiple sample-path constraints

P_(Iimﬁup 2 ¥ X, A= r.'r.) =1

PR | Rt
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foralli=1,..., f. With the addition of the multiple
constraints, one can then redefine the LPs @,, n =0,
in the obvious manner. In doing this, it is easily seen
that all of the results through Section 3 continue to
hold. In particular, if ¢, is nonempty then there exists
an optimal stationary palicy for unichain MDPs,

For communicating MDPs, it is not, in general, true
that {J, # & implies the existence of a stationary policy
in L', if there is more than one constraint, This can be
verified with an example along the lines of Example
2. However, a slight modification of the arguments in
Section 4 give the following.

Theorem 3, Suppose that the M s compmunicating,
{f there exists a policy u and a v > 0 such that

: s .
P..(hmmr— Y X An) s a— u)= |
A Man
forait i= 1,2, ..., F then for any « = 0 there exises
an eoptimal stationary. policy for the sample-path
crirerion,

6.2. The Expectation Criterion Revisited

Proposition 2 jmplics that .(u} = & forall w € &
This can be strengthened as follows: apply Lebesgue’s
Dominated Convergence Theorem 1o the Stability
Thearem (Fact 1) 1o obtain

Hm} | Pt =30 =3 Billacss )P | =0
for all policies v, Using this in place ol the Stability
Theorem in the prool of Proposition 2 gives & (u) =
f, for all we U, (this result also follows from Theorem
4.7.3 of Kallenberg, where expected state-action fre-
quencies are emploved), Emploving this result and the
arguments of Sections 3 and 4, Theorems | and 2 can
be established for the expectation cnterion. However,
as Example | demonstrates, Corallary | does not hold
true for the expectation criterion.
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